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Abstract

Two main tasks in the eld of volumetric image processing are acquisition an@dbZstion of 3D
data. The main challenge is to reduce processing costs, while maintaininghigiaey. To achieve
these goals for volume rendering (visualization), we demonstrate thateparable box splines for
body-centered cubic (BCC) lattices can be adapted to fast evaluatioraphics hardware. Thus,
the BCC lattice can be used for interactive volume rendering leading to bettge iquality than
comparable methods. Leveraging this result, we study volumetric recotigtrorethods based on
the Expectation Maximization (EM) algorithm. We show the equivalence of thelatd imple-
mentation of the EM-based reconstruction with an implementation based ondrardacelerated
volume rendering for nearest-neighbor interpolation to achieve fashsgwction times. Accuracy
is improved by adapting the EM algorithm for the BCC lattice, leading to supecmuracy, more
compact data representation, and better noise reduction compared tatésabeone.

Keywords: volume rendering; volume reconstruction; tomographic reconstructiatesian Cubic
(CCQ) lattice; Body-Centered Cubic (BCC) lattice; graphics processiitd@RU)

Subject terms: image processing; visualization data processing; computer graphics;utsmmp
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Chapter 1

Motivation

1.1 Acquisition and Visualization of Three-Dimensional Data

Many branches of science require the visualization of three-dimenguhreaomena. Examples
for such phenomena are architectural, meteorological, medical, or bidlsg&tams. Often, these
phenomena cannot be studied in reality and therefore computers are ethplbyey are used to
create numerical representations (or datasets) of these systems véhibbravisualized as images
with the help of computer graphics methods.

Sources for these numerical representations may be the output of simsilégign uid ow
or molecular dynamics) or empirical data such as recordings from gealagianeteorological
instruments. Biological and particular medical data are often acquired irfemedif way: Here,
often microscopes or scanning devices are used to obtain images of kabliggae, specimen or
organisms. Examples are electron microscopy, radiography, MagnetanBece Imaging (MRI),
ultrasound or Computed Tomography (CT). In this thesis, we will focus etettter. In particular,
we will focus on acquisition and visualization of three-dimensional CT data.

3D CT provides a way to reconstruct volumetric data from a set of 2D gtiojes of the 3D
object acquired at various projection angles. To acquire a CT data3Btphject (e.g. a patient's
body) is scanned with a CT scanner, which results in a large series aitmensional X-ray images
taken by a camera rotating around the body in a helix-like movement. Thes&Ritep are then
used to reconstruct the 3D volume representing a digital copy of the 3Btobje

The output of this process is a numerical representation of the 3D objmati &lly, the data is
stored in a 3D lattice. Such a lattice consists of discrete scalar samples és)wokich are usually
arranged in a regular pattern.



CHAPTER 1. MOTIVATION 2

After acquisition is completed, visualization allows the exploration, analysisyaderstanding
of the data. In our example, a medical doctor will examine the digital copy gddtient. To display
volumetric data, volume visualization methods are used. The 3D data is displiaye@tious tech-
niques on a 2D screen and can then be viewed by the user. In ouriscémamedical doctor would
explore the 3D CT scan of the patient on a computer screen and examinesie Visualization
techniques include simple slice-by-slice examination or more complex techrsguksas volume
rendering in order to obtain an image that maintains the 3D nature of the 3letéas depth
information).

All processes dealing with three-dimensional data have a common probleiaeo Storage and
processing of 3D data is expensive; i.e., due to the high memory consump8éndata, methods
such as CT or visualization are computationally very complex and are theref@ of the main
challenges for scientists working in the eld of 3D data visualization. Numéregaresentations are
required to be as accurate as possible, which could be achieved bgsimgye¢he resolution of the
3D dataset. This, of course, would increase storage and computatastal ©n the other hand,
we would like to acquire the 3D dataset as fast as possible, and provigaizégion tools to the
user such that exploration and analysis of the underlying phenomenaost,igdsy, and intuitive.
This could be achieved by decreasing the resolution of the numericaelegation at the cost of a
decrease in accuracy.

This thesis proposes a solution for this problem: We present a method foha®Ts a) fast
and b) accurate. As a by-product, visualization techniques for threendional datasets bene t
from our new method. In particular, we provide a method for volume visuaiz4o increase the
accuracy of the images while keeping processing costs low.

To tackle the problem of high processing time, we use the graphics piogesst (GPU) for
CT. The GPU is a special processing unit mounted on graphics cards raagdyto accelerate and
enhance the graphical appearance of computer games. Relative tothpuitational abilities, they
are cheap and easy to use and are therefore an attractive alternagieettsive and dif cult to
operate high-performance computers or clusters. Using the GPU, vablarto process datasets in
CT at a high resolution while keeping processing time as low as possible.

In order to solve the problem of accuracy, we make use of a diffeterage scheme, the body-
centered cubic (BCC) lattice, which has favorable properties compaibé teidly-used Cartesian
cubic (CC) lattice. The BCC lattice is able to store the same amount of informationfewer
samples compared to the CC lattice.
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1.2 Decreasing Processing Time Using GPU Techniques

In order to utilize the GPU, we will employ volume rendering techniques tha haen extensively
studied [19]. In particular, we will focus omolume ray casting31, 45] that can easily be imple-
mented using the GPU. Volume ray casting renders a 2D projection of a 38etlatée key idea is
to set up a camera pointing in the direction of the 3D dataset and castingyoperrgixel into the
volume. Samples taken along the ray are composed and contribute to theteradity of the pixel,
which is then displayed to the user on a display device. The 2D example ireFigudemonstrates
this principle. As we will see, this technique is not only used to visualize 3D, Batds also em-
ployed in the process of CT. Since this algorithm can easily be implemented @Ptigleading to
a considerably faster processing, CT algorithms bene t as well.

Volume

.
Image plane
Camera

Figure 1.1: Rays (green) are cast from the camera (viewpoint) into émes&ays that intersect the
volume will contribute to the image.

It should be mentioned that a similar methae(ure slicing [5]) implements the same idea of
casting rays through a volume. Texture slicing is also well adapted to the Bi*WWur purposes,
both methods can be used interchangeably, and therefore we will userthedkme rendering
whenever we refer to either of the two methods.
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1.3 Increasing Accuracy by Using the BCC Lattice

The second goal is to increase accuracy. By using a special type of lattiother words, storage
scheme) to store 3D data we can considerably reduce memory consumgtiatillamaintain a
suf cient level of accuracy compared to traditional storage schemigis. guality will be useful for
data acquisition and visualization.

Volumetric data are most often represented on CC lattices where sampldgearenan orthog-
onal grid, usually with equal spacing in all dimensions. These lattices ayd@ase since indexing,
interpolation, and representation can be done conveniently in a sepajlé.e., dimension by
dimension. Despite their common use for volumetric data, it has been knovervibile that CC
lattices are not the optimal [43]. For example, assuming a signal with a radyatignstric power
spectrum, the best periodic lattice corresponds to the one with the best-gatoking property in
the frequency domain. In three dimensions, the face-centered cub®@) (Etfice is a lattice which
exhibits the best sphere-packing property. The FCC lattice is constriogta#ting a CC lattice and
adding an additional sample to the center of each face of the cubes timathferCC lattice. The
dual lattice of the FCC lattice is the BCC lattice.

According to the Fourier scaling property, a sparse grid spacing in omaith yields a dense
spacing in the dual domain. Thus, if one can pack the replicated fregspectra in the Fourier
domain as close as possible, the sparsest grid spacing in spatial domaie wiltdined without
any (pre-)aliasing. Therefore, using a BCC lattice instead of a CC lattiteechuce the number of
samples by 29% without any loss of information. This directly translates intduction of storage
and computational costs. As seen in Figure 1.2, a BCC lattice consists aflarr€g lattice with
an additional point placed in the center of each cube that forms the CC lattice.

1.4 Contributions

We describe in Section 1.4.1 how GPU-based volume rendering technigndsene t from the
optimal sampling properties of the BCC lattice: Hardware-accelerated volemgering using the
BCC lattice combines accuracy and performance in a favorable way.

With this result, we describe in Section 1.4.2 how a correct hardwaretézBéanplementation
via volume rendering can substantially reduce the processing time using thea@& that an im-
plementation using BCC lattices increases accuracy compared to traditionaldsidsed on CC
lattices.
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(a) CC lattice (b) BCC lattice

Figure 1.2: (a) A CC lattice and (b) a BCC lattice.

1.4.1 Hardware-Accelerated Reconstruction on BCC Lattices

Volume rendering can be seen as the process of reconstructing a omstippenomenon from
discrete samples that involes the use of a reconstruction kernel ( Itégremhe discrete samples
are convolved with the continuous reconstruction kernel to recongtruatbitrary point.

Although the optimality of the BCC lattice has been known for a long time, apptefké&nels
for 3D volume rendering that 1) guarantee approximation order; 2)ase te use; 3) are numer-
ically stable; and 4) allow an ef cient implementation, have only been praboseently. Earlier
practical methods [16, 53] have worked only with separate CC-keroekhé two interleaved CC
lattices that constitute the BCC lattice. This allowed for a simple hardware implementatio
treating the BCC structure using separate CC-kernels has the disadvémiaghe neighborhood
information of the BCC data is lost. Entezatial.[21, 24] have introduced a class of Iter kernels
(box splines) specially designed for the geometry of the BCC lattice. Theseslines possess
attractive theoretical properties for reconstruction of data on the BCCdattic

The contributions of our work on box spline reconstruction are:

We present an ef cient algorithm for convolution of BCC-sampled data withlinear C°)
and quintic C?) box splines. Speci cally, Entezaeit al.[24] characterize the box spline basis
functions; here we demonstrate how to ef ciently implement the convolution @€ Rlata
with these box splines. Our method evaluates the reconstructed spline findtie so-called
piecewise polynomial (i.e., pp-) form. Our quintic polynomials are repredentgower form
which bene t from a (partial) factorization into quadratic and cubic polyiels. The pp-form
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allows for the fastest evaluation scheme at arbitrary points which is néedaday casting
volume rendering algorithm. The optimized pp-form evaluation presentedapt€h4 allows
us to achieve competitive interactive frame rates for volume rendering, wilikenGPU.

We compare the box splines to the traditional CC B-splines and to pre Iltered BSplines
[16] in order to determine which provides the better quality considering the mesi&ation
penalty. To ensure fairness in quality comparisons, we employ the geeéraiierpolation
of Blu et al.[2], which is commonly employed (see [10, 11, 15, 16]) as a pre lteringrés
construction. We assert the better image quality of pre Itering for all methidtsalso that
quintic box splines indeed show the best reconstruction quality with and witireuter-
ing. Under current hardware implementations using dedicated circuitrg@ @fattices, the
separation of the BCC lattices into two CC lattices is still faster.

In Section 6.1, we verify our results using synthetic and real data whiclrébeshe theoretical
and practical advantages of the BCC lattice in combination with box splines.Is&/el@monstrate
that the pre ltering solution for the quintic box spline allows interactive higialgty volume ren-
dering of the BCC lattice.

1.4.2 Computed Tomography

The contributions mentioned in Section 1.4.1 can also be used to acceleratgo@thas. There
exist various methods for CT reconstruction. In this thesis, we will focuthe Maximum Like-
lihood Expectation Maximization (EM) algorithm, which is a widely used CT methadnfiage
reconstruction in emission tomography (ET). The EM algorithm is an iteratithadehat consists
of three steps in each iteration: forward projection, correction, ank-paagjection. The forward
projection can be conveniently implemented as volume rendering enabling amierghgion of the
EM algorithm on commaodity graphics hardware that delivers very higltopadnce at low hardware
costs [9,57].

As mentioned earlier, volume rendering usually seeks to reconstruct awmmsitomain repre-
sentation from discrete samples stored on a regular lattice. Reconstruetabrased by convolving
the discrete samples with a continuous reconstruction kernel. Obviouslgu#tiéy of the recon-
struction depends on the chosen reconstruction kernel. In generagérfogder kernels that use a
larger neighborhood (i.e., more samples) deliver better quality results grarl& that take only a
small neighborhood into account. This intuitive fact is usually adapted img uslinear or tricu-
bic reconstruction kernels when implementing the forward projection in the Igbtithm within a
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hardware-accelerated volume rendering framework [9].

In Chapter 5, we will show that a volume rendering implementation of the EM itthgoris
correct if and only if it uses nearest-neighbor interpolation. Highdeoreconstruction kernels are
not compatible with standard EM.

We substantiate this result empirically with several tests in Section 6.2 demorsthatimearest-
neighbor interpolation achieves most accurate results compared to bigleerreconstruction ker-
nels.

To accelerate the algorithm, we implement the EM algorithm using commodity gramdrids
ware. Since the EM algorithm is not bound to a speci c lattice, we extend the inggitation to the
BCC lattice. This enables reconstruction of volumetric data directly on a BCCdatiitout the
need to change acquisition devices. We therefore pave the way to a ma&epvishd production
of data sampled on the BCC lattice. More detail can be captured in a BCC lattigeaced to a
CC lattice of the same size. This advantage can now be leveraged if datsitamgis performed
directly on the BCC lattice, and the intermediate step of resampling a denser C€ imtimitted.

The three major contributions of our work on CT are as follows:

First, we implement the EM algorithm using volume rendering and show in Chagteat the
traditional discrete representation of the EM algorithm is replaced by a cousadomain
one using a volume rendering framework. We show that this requires thefusearest-
neighbor interpolation.

Second, in Section 6.2 we show that volumetric data reconstructed on a BCE thdtiver
higher accuracy and better noise reduction compared to the CC lattice.

Third, our GPU implementation is two orders of magnitude faster than a refe@RU imple-
mentation: large volumes with approximately 130 million samples are reconstruigted w
less than an hour compared to several days.

We demonstrate the feasibility of our method using an analytical phantom agal-avarld
dataset; i.e., we use the 3D version of the well known Shepp-Logan (Bintpm [49] and we derive
analytical expressions for the ideal 2D projection data. Furthermoremysoy data from a new
modality where projections of a mouse embryo were acquired using optajacpon tomography
(OPT). The advantage of OPT is that the projections have a very higialgaolution, can support
different wavelengths (i.e., color), and play a crucial role in geneesgion analysis [47].



Chapter 2

Related Work

2.1 GPU Techniques for Volume Rendering

Using graphics hardware is the standard approach to achieve real-tidexirey of volumetric data

on CC lattices. Methods can be split into two classes: slice-based appsd&tithat sample a 3D

texture using polygons that intersect the volume, and ray casting [3&5E rays are cast through
a volume that is sampled at several points along the way. Whereas theprstach is well adjusted

to the graphics pipeline, ray casting offers a more exible framework.tA@oapproach to volume

rendering is splatting [55, 56] that has also been ported to the GPU [&hidrthesis, however,

we will not focus on this method. An excellent and comprehensive owerefeGPU-accelerated

volume rendering can be found in the book of Engfedl. [19].

2.2 Reconstruction on the BCC Lattice

CC-sampled data has traditionally been the main focus of research in visioaliz&he common
practice is to extend the univariate reconstruction algorithms to the trivagéiagby a tensor-
product approach [6, 18, 39, 41]. Marschner and Lobb [34tbgped a framework for evaluation
of these commonly used techniques for reconstruction. In contrast mripregluct reconstruction,
Rosslet al. [44] proposed so-called super splines as a local interpolation modé€lGesampled
data; they subdivided each cube into 24 tetrahedra and t a quadrdyicgmnial for each tetrahe-
dron. This domain partition and the polynomial degree allows f@* aeconstruction; however,
the approximation order is limited to two. Their construction allows a fast GRigsbanplementa-
tion [30] that is suitable for iso-surface rendering. A non-separaitespline approach for Cartesian
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data reconstruction was also presented by Entezali [22].

Over the past years, there has been an increased focus on optiméhgdatpces. Theul3et
al. [53] assumed samples on the BCC lattice together with a spherical extensiecooktruction
kernels; they achieve the same quality as a CC representation with fewelesarhipwever, the
quality of the images rendered with this approach were rather unsatisfyiog the images were
blurry. Since then, several more appropriate kernels have beeestadg box splines [21, 24], a
pre Itering operator followed by a Gaussian Iter [12], and BCC-splif&s, 23].

The implementation of the box splines [21] turned out to be inef cient and mizaléy instable
due to the implicit recursive representation of the box spline. The Gaussiael approach does not
guarantee approximation order [12] and disregards the geometry oéitjleborhood information
of BCC lattice points. Recently, BCC-splines [13, 23] have been prapasa generalization of 2D
hex-splines [54]. However, their constituting polynomial patches havéyet) been characterized
analytically and therefore their application remains limited. These methods laBJar@plemen-
tation and are therefore not able to render non-trivial data in real-timeedent work, Entezari
et al. [24] derived an explicit polynomial representation of their proposexd dmines which can
be used to ef ciently evaluat€® andC? lter kernels for the BCC lattice. Due to fewer samples
needed compared to the CC lattice (4 instead of 8 and 32 instead of 64 saon@@sfdC? Iter-
ing, respectively) a speedup of a factor of two was achieved. Whiledpgioach allowed ef cient
evaluation of the box spline kernels, it did not offer insights on how to clwevthe BCC-sampled
data with these box splines, which is a main contribution of this thesis. Their didrkot in-
clude a GPU implementation and therefore the frame rates were non-inter&atither on, proper
pre ltering for box splines and its (ef cient) implementation has not beensadgred.

Mattausch [36] was the rst to use BCC lattices in real-time volume renderindagtimg com-
modity graphics hardware. However, this approach led to ambiguoubsresyy., the suggested
sheared trilinear interpolation resulted in view-dependent artifacts.fagiéét al. [16] introduced
pre Itered B-spline reconstruction that is theoretically unstable since tharable B-spline lter
kernel is not suited for the BCC lattice. In detail, separable B-splines tiftorma a Riesz basis on
the BCC lattice causing ambiguity in the representation; i.e, several setsfai@ats can represent
the same signal. Moreover, separation of BCC lattices into two CC lattices aideetpe topology
of the BCC lattice and will cause aliasing artifacts unless the dataset is sanipladezessarily
high resolutions. Nevertheless, they presented appealing visual riesusme datasets and this
method is, to our knowledge, the best existing algorithm that combines interéictive rates and
high image quality on the BCC lattice. Therefore, we will compare our new methGdébfalviet
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al.'s [16] method in Section 6.2.

The superior visual quality of BCC lattices in volume rendering has also $tsamn by Meng
et al.[37]. They con rmed that the theoretical bound of requiring 30% fesamples compared to
a CC lattice also results in no loss of visual quality.

2.3 Computed Tomography

Algorithms used for CT reconstruction can be split into two categories: trahand iterative
reconstruction methods. Analytical methods invert the Radon transforfrifla single step and
include back-projection methods such as Filtered Back Projection (FBP2%]. They only work
reliably if the noise is limited; e.g., for transmission tomography. Iterative meftmd¢he other
hand, optimize a criterion to reconstruct the volume; e.g., the Algebraic Reaotion Technique
(ART) [28] or the EM algorithm [50] alternate between forward and bpwaijections. Iterative
procedures are computationally expensive, but the criterion can Isercho improve robustness in
the presence of noise [33], which is clearly the case for emission tomog(gf).

There are several CT methods that have been successfully ported@a@thé improve recon-
struction times [9, 59]. However, all these methods work on the standart@¢e and/or suffer
from the poor resolution of 8 bits of the earlier GPU's framebuffer. Aoetbent overview can be
found in Sitek's tutorial [52] and in Xu's thesis [57]. None of these methbdve investigated the
in uence of different lter kernels (and mostly used linear interpolatiolm contrast, we show that
highest quality is achieved when using a nearest-neighbor lter.

The use of BCC lattices in tomography research is not new [35, 42]. &dhdviatept al. [35]
used spherically-symmetric volume elements (blobs) introducing computaticerélead due to the
overlap, Muelleret al. [42] employed the BCC lattice to reduce the computational costs to a factor
of 70:5% of the equivalent CC lattice. More recent work by etwal. [58] uses commadity graphics
hardware to accelerate the FBP algorithm using BCC lattices. As mentioned,ahs method
is not reliable when reconstructing from noisy projections. Iterative naksthioat can deal better
with noise often require a forward projection step in every iteration. Fahpeojection, however,
involves rendering of a volume; i.e., it involves reconstruction of the voluméhe underlying
lattice with a kernel.

Since we use the EM algorithm, which is an iterative method, in a rendering virarkethe
forward projection is basically achieved via volume rendering; i.e., a stnortion kernel has to
be employed. We choose box splines since they guarantee approximaliorand are numerically
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stable. On the CC side we employ the commonly used B-splines.

Due to the relatively high resolution of optical projection tomography (ORitg,conly analyti-
cal CT algorithms such as FBP have been employed by Sharpe [47E fdsesdts are still noisy and,
as mentioned earlier, iterative methods are more robust in the presencs®fand can therefore
achieve better results.



Chapter 3

BCC Lattice

3.1 De nition

A latticeis de ned as an in nite array of points arranged in a regular pattern e/legery point has
the same neighborhood [4].

is an orthogonal grid. Examples fdr= 1,d = 2, andd = 3 are displayed in Figure 3.1.

Now we can de ne the BCC lattice as a sub-lattice of the CC lattice where onlyg{aijry; 2) " 2
Z3 belong to the lattice for whicly, y, andz are all even or all odd. Unlike the CC lattice, which
exists for arbitrary dimensiong> 0, the BCC lattice is restricted to three dimensions. The BCC
lattice's points can be generated by integer linear combinations of the coluirthe sampling

°® o °® ® °® o
(a) d=1 (b) d=2 (c) d=3

Figure 3.1: CC lattices for the rst three dimensions.

12
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matrix 2 3
1 1 1
Macc = g 1 1 1 é: (3.1)
1 1 1

Note that this de nition of the BCC lattice has a density efiitompared to the CC lattice. However,
in order to have the same number of samples in the unit cube (i.e., to normaliz&ited @e scale
the three axes of the BCC lattice by a factor 9%11 (i.e., we shrink it). A scaling oleg 4 translates
into a multiplication of the lter by 4.

We dene p2 R3 to be in CC coordinateswhich means that the axes of the frame are the
canonical vector§l;0;0)T, (0;1;0)7, and(0;0;1) . In other words, the sampling matrix of the 3D
CC lattice is the identity matrix:

2 3
100

Mcc = CC g 010 é (32)
0 01

Furthermore, we de ng°= Mgl.p as the corresponding point BCC coordinatesi.e., p is ex-

pressed with the basis vectors of Equation 3 1, where
3
110

Mg = gl 0 12 (3.3)
011

3.2 Representation

Our goal is to convolve discrete samples of a lattice with a continuous reaotisirkernel. There-
fore, we need a fast access scheme to address and look up the neitpiaibdall into the support of
the reconstruction kernel. Let2 R® be an arbitrary point to be reconstructed andey;2)T 2 z3
be the lattice's points which are stored in memory in a 3D array with irfdgxk)" 2 N3. For the
CC lattice, without loss of generality, we now assume that all lattice ppirysz) T are non-negative
integers; i.e.(x;y;2)T 2 N3. Then, a CC lattice can be stored very conveniently as a 3D array where
the index(i; j;k)T of a point(x;y;2)T on the lattice is equal to its position M®; i.e., for all points
(x;y;2)T of the CC lattice we havéx;y;2)" = (i;j;k)T since the sampling matrikcc of the CC
lattice is the identity matrix. This results in a very fast addressing scheme ftat@e@s. Figure 3.2
depicts a simple 2D example of a 2D CC lattice and the support of a reconstrigetioel with a
squared support of size 22.
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3 e ©® s 9
2 e aP4 QP3 ()
T
le 0P1 oPZ )
Oe s o 0
0 1 2 3 X

Figure 3.2: The poinp (green) has to be reconstructed from the poi$; Ps; P4 falling into the
2 2 support of the reconstruction kernel (blue). Since the CC lattice poiiteide with their
indices (e.g.PL = (1;1) " will have the addresgl; 1) in the 2D array), memory access is easy.

For a BCC lattice this equality does not hold because according to the samplirg Mgcc
points are distributed differently. Thus, we have to nd a conversiomfeoBCC point(x;y;2)" to
its index(i; j;K) T in order to address samples in memory.

As seen in Section 3.1, only points with solely even or solely odd coordinateadgto a BCC
lattice. In order to represent and address a BCC lattice point in a 3D @egyn memory) another
view comes in handy:

A BCC lattice can be seen as two interleaved CC lattices where the samplesedohe sattice
are shifted to the center of the cubes in the rst lattice (see blue and red lmttiigure 3.3 (a)).
A BCC lattice point(x;y;2)T has either only even valuasy, andz, or they are all odd. By storing
the BCC lattice in a 3D array and using the following mapping, a fast convedia BCC point
(x:y;2) T toits index(i; j;K) T in the 3D array is achieved by

i=x 2
j=y 2 (3.4)
k=z

where corresponds to integer division. Being able to store the two interleavedticasaas one
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(@) (b) (c)

Figure 3.3: (a): A BCC lattice is built from two CC lattices (red and blue). @h):scheme of the
BCC lattice. Every odd (blue) row (i.e., slice in 3D) is shifted to the center oktlen (red) CC
lattice. (c) shows the corresponding memory layout when using the mappsgmied in Equa-
tion 3.4. c Eurographics Association 2009; Reproduced by kind permission of tinegEaphics
Association [26].

3D array, it can be loaded as a 3D texture into GPU memory. Figure 3.3 dhjcaademonstrate
this principle.
We use this representation of the BCC lattice in Chapters 4 and 5 to implement thadse
Another way of storing a BCC lattice in memory would be to store the two CC lattipesately.
However, points that are neighbors in the BCC lattice would be distributed mth€C lattices at
very different physical addresses resulting in more expensive meacogss.
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Chapter 4

Fast Box Spline Evaluation

4.1 Box Splines

Box splines are — similar to B-splines — polynomial functions that can be segtanstruction [-
ters. A special family of box splines (the linear and quintic box spline in pdatitbas been derived
by Entezariet al.[21, 24] in their analytical form. These box splines are speci cally taildmethe
BCC lattice, which make them an excellent choice as reconstruction keamelsléime rendering
of volumes stored in a BCC lattice.

First, we provide an explicit representation of the box spline which careberibed in pseu-
docode as follows [24]:

function bsp(x,y,z)
% Transform the point to tetrahedron
x = abs(x); y = abs(y); z = abs(z);
sort X,y, z indecreasing order by swapping
if(linear boxspline) %linear box spline
if ((x+y)>2)
return O,
return (2 (x+y))/2;
else % quintic box spline
if ((x+y)>4)
return O;
if ((x+y)<2)

16
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CHAPTER 4. FAST BOX SPLINE EVALUATION

return Ry(x,y,2);
elseif ((x+z)<2)
return Ry(x,y,2);
elseif ((y+z)<2)
if ((x z)>2)
return Raa(X,y,2);
else
return Rsg(Xx,Y,2);
else
return Ry(x,y, 2);
end

17

wherex, y, andz are real numbers arusp makes use of the following box spline polynomials,

Ri(xy,2) =
mx+y 43 3xy 57+ 2x+ 2y+ 20z+ X2+ y?  24)
+n(x+z 230 9 3xz+ 10y 5y*+ 14+ 11z+ 2
+n(y+tz 2)%46 30x z y+3zy+5¢ y? 2
h(x+y 2)30C+x 3xy 5Z2+y’+y 6);
Ro(X;y;2) =
mx+y 4)3( 3xy 5Z+ 2x+ 2y+ 20z+ X2+ y?  24)
nx+z 23 Z 1l1z+3xz 14+ 5%+ 9 10y X9
n(y+z 2)% 46+ z+30x+y 3zy 5¢+ Y+ 7);
Raa(XY;2) =
mx+y 43 X2+ 8x+3xy y*+57 16 12);
Res(XY;2) =
mx+y 4)3( 3xy 572+ 2x+ 2y+ 20z+ X2+ y?  24)
n(y+z 2)°330x+z 46 3yz+ty 5+ y+ 7);
andR4(xY;2) =

mx+y 43 3xy 52+ 2x+ 2y+ 20z+ X2+ y?  24)

(4.1)

(4.2)

(4.3)

(4.4)

(4.5)



CHAPTER 4. FAST BOX SPLINE EVALUATION 18

with constantgn= 1=960,n = 1=480 andh = 1=240. We point the interested reader to Enteeari
al. [24] for the complete derivation of this box spline.
Following the de nition of the BCC lattice in Chapter 3, we denote the four direstiof the

box spline [3] as 2 3
1 1 1
X = [ X1; X0, X3, Xa] = g 1 1 1 1 é: (4.6)
1 1 1

Note thatMgce = [ X1; X2; X3].

Entezariet al.[24] derived the polynomial pieces Brformfor the linear and quintic box splines
leading toC® andC? reconstructions, respectively. However, they did not present eierfevalua-
tion of the resulting spline in piecewise polynomial form (igp;form), which is crucial for practical
applications. The B-form describes a function as a weighted sum of spliag for every neighbor
the spline gets evaluated independently and its contributions are summedeygp-fdrm describes
a function in terms of its local polynomial coef cients, which is easier antkfa® evaluate than a
spline in B-form. Also, Entezaegt al.[24] did not focus on an optimized implementation using the
GPU, and therefore their method is not able to achieve interactive franse rate

In the following, we show how to calculate the semi-discrete convolution in areef way
using the GPU, aiming at interactive frame rates; i.e., we illustrate how to ndvegight the
neighbors that are needed for the convolution sum.

The time-consuming part of the convolution is nding the contributions of théinedr box
spline) and 32 (quintic box spline) neighbors that are required for atrafyithe box spline at these
positions. First, we describe how to nd these neighbors; second, he@wvalnate the box spline
symbolically, sum the resulting polynomials into a single polynomial, and evaluatpdhaomial
(the pp-form) at runtimavithouthaving to perform a full kernel evaluation for every point.

In order to reconstruct a splirfeat an arbitrary poinp 2 R3 using its box spline representation,
n neighborsP...., 2 R® have to be found and each neighbor has to be weightedbsiph The
support of the linear box spline is a rhombic dodecahedron that comtaing points. The support
of the quintic box spline is a larger rhombic dodecahedron since its directictons have been
multiplied by 2; i.e.n= 32 neighbors have to be found and weighted [24]. Therefme,is called
ntimes and the results are summed up:

f(p)= 4 bspgR  p)D; (4.7)
i=1

where we de neD; as the sample value on the BCC lattice at posikon
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=
\Q'

Figure 4.1: The Voronoi cell of the BCC lattice is a truncated octahedeat) @nd is therefore the
support of the nearest-neighbor reconstruction kernel.

Equation 4.7 shows the box spline in B-form. Obviously, using this reptaten results im
independent calls tbsp making it a very expensive operation on the GPU due to excessivetbranc
ing. Therefore, it has to be transformed to a more ef cient representtiqractical applications.

First, we show how nearest-neighbor interpolation is implemented. We alsolstw Equa-
tion 4.7 can be transformed to pp-form which will be faster to evaluate. fticptar, then sort
operations in Line 4 will be reduced to one.

4.1.1 Nearest-Neighbor Interpolation

Nearest-neighbor interpolation for the BCC lattice is implemented as followsirfgiide nearest
neighbor of a poinp in a BCC lattice is achieved by nding the two points that represent the nieares
neighbors ofp in the two CC lattices that form the BCC lattice. Having found these two points, one
chooses the point with the smallest distance.torhe support of this reconstruction kernel is the
BCC lattice's Voronoi cell; i.e., a truncated octahedron (see Figure 4.1).
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4.1.2 Linear Box Spline

Let p 2 R3 be the location where the splirfeis interpolated. The support of the linear box spline
is a rhombic dodecahedron. Four poiRis.4 2 Z2 fall into the support and form a tetrahedron [24].
Figure 4.2 (a) shows one possible con guration; i.e., the red goissurrounded by the red rhombic
dodecahedron but also lies inside the green tetrahedron. We indicatertivey of the tetrahedron
by P...4 2 Z3. There are six possible tetrahedra in the BCC lattice which are shown ineFgRir
(b). Since there are exactly six cases when sorting three numbersightation of the tetrahedron

b

is determined by the sort operationkap in Line 4.

LS <7

(a) (b)

Figure 4.2: (a) The rhombic dodecahedron (red) is the support of tharllvox spline. Four points
(green) fall into the support. These four points always form a tetraimedb) There are six possible
orientations for a tetrahedron in the BCC lattice.

To determine the orientation of the tetrahedron we use the inverse of the ma&aguation 3.1
and transfornp into BCC coordinatesp®= MBclcp. We are interested in the fractional partp¥
(a;b;g)" = p° b p& 2[0:;1)3; i.e., we center our coordinate system arobptt, which is the rst
of the four neighbors; i.eP; = Maccbp. Starting from this point we have to add or substract the
vectorsx; which correspond to the four directions of the box spline. The secoiggthiner is found
immediately: P> = P, x4 = Pi+(1;1;1)7T. The remaining two point&s4 are found by adding
vectorx; to Py, and substracting vectas from P..

Now (a;b;g)" are the coordinates g in the BCC coordinate system centered arobpft.
The order of these three values is used to determine the tetrahedrondlusiesp, together with
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its orientation.
Starting at poinP; we can determinB; by adding a box spline vectay to P, that is determined

by max a;b; go:
8
3 (LL )'T=x ifmaxta;b;gg= a

P3:P1+g (1; 1,)"=x ifmaxfa;b;gg=b :
( LL1)T=x ifmaxfa;b;gg=g
Finally, we determiné by substracting another box spline vectpfrom P, that is determined by
minf a; b; go: 8
3 (LL 1D)T=x ifminfa;b;gg= a
Pi= P 5 (1; 1,1)"=x ifminfa;b;gg=b
( L1;1)"=x3 ifminfa:b;gg=g

Yoo

Figure 4.3: The poinp (green) is inside the tetrahedréy..4,. P; andP, are determined according
to the order ofa;b;g)" (dotted lines).

An example is presented in Figure 48is the green point and the tetrahedi®n 4 is shown in
red. The black axeX, Y, andZ denote the canonical axes and the blue axeg are the axes of the
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BCC lattice as de ned in Equation 3.1. LBf=(0;0;0)", = (1;1;1)T, andp = (1;1=2;1=5)T
(grey lines) and thereforga;b;g)" = (3=4;3=5;7=20)T (dotted lines). We hava > b > g and
thereforeP; is determined by adding; to Pi: P3= P+ x; = (1;1; 1)T. P4 is calculated by
substracting from P: P,= P, x3=(2;0;0)7. In general, different vectorg are picked to be
added and substracted depending on the ord@adi; g) .

By determining the tetrahedron in this way the sort operation in Line dspf has to be per-
fomed only once in advance and we can transform Equation 4.7 into

f(p)= D1+ a(D3 D)+ b(Ds D3z)+ c(D2 Dy) (4.8)

(wherea= max a;b;gg, b= midf a;b;gg andc= minf a;b; gg), which is faster than evaluating
the box spline four times. Equation 4.8 is in pp-form where we only need tomperthe sort
operation once. Conveniently, Equation 4.8 is also equivalent to bdricarterpolation of the
tetrahedron's points.

To see this, we assume without loss of generality that(x;y;2)7 2 [0;1)% andx> y> z
(the other ve cases work analogously). Therefopes (a;b;g)" = MB(%C(x;y,z)T = %(x+ Y, X+
zy+ 2", and thusa > b > g. Consequently, it follows tha®, = (0;0;0)T, B, =(1;1;1)T, P3 =
(1;1; 17, andPy=(2;0;0)". Plugging this into Equation 4.7, we obtain

4
f(x%2") = ,élbsp(P. PDi

i=
bspP.  (x¥:2)")D1+ bsP  (xy;2)")D;
+bsp(Ps (X, ")Ds+ bspPy  (xy;2)")D4

f(p)

(4.9)
=(1 S(c+y)Di+ S(y+ 2D+ 5y 2ADs* H(x Y)Ds

D1+ S(x+y)(Ds D)+ 5(x+ A(Ds Da)+ 5(y+ (D2 D)

D1+ a(Ds Di)+ b(Ds D3)+ g(D2 Da);

which is equivalent to Equation 4.8.

4.1.3 Quintic Box Spline

The linear box spline is an interpolating reconstruction kernel that gteses@® continuity. For
C? continuity, the quintic box spline is employed. As in the linear case, we wantdiol aalling
bsp for every point because it would result in expensive operations. drfdtiowing, we show
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how the neighborhood for the quintic box spline can be found and weighteal ef cient way by
transforming Equation 4.7 into pp-form to reduce the number of sort bpesgLine 4 ofbsp). As
we will see in Section 6.1, this enables us to use the high-quality quintic box $pfiirgeractive
volume rendering.

Figure 4.4: The samples falling into the support of the quintic box spline fotmgarallelepipeds.
By symbolically moving them together we obtain a rhombic dodecahedron anthweise the
direction vectors of the box spline to determine all 32 points. Illustration addyytpermission [20].

The support of the quintic box spline is a rhombic dodecahedron whebaispline's direction
vectorsx; are multiplied by 2. In total, 32 points of the BCC lattice fall into this rhombic dodec-
ahedron. Furthermore, the rhombic dodecahedron can be split intp#oaillelepipeds [24], each
containing eight points (Figure 4.4).

The rst task now is to nd these 32 neighbors. This can be done by examithe four par-
allelepipedsh, i = 1:::4, j = 1:::8, separately. First, we determine the rst four neighb@rs
which are exactly the same points as for the linear box spline (Section 4.1.2Fj.@, form a
tetrahedron. These four points form thechorsof each of the four parallelepipeds. Starting with
these four points, we can determine the diagapal each parallelepiped, which is one of the four
directions of the box spling. Figure 4.5 shows the symbolic rhombic dodecahedron (red) indicated
in Figure 4.4 and one of the four parallelepipeds (blue). The anchot pitine blue parallelepiped
is Py, and the diagonal iB, P, =( 1, 1, 1T = xu.

To determine the four diagonats we use again the order @, b, and g, which are com-
puted as in Section 4.1.2. Starting at the 4 anchor points we obtdir= 1:::4) as follows:
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Figure 4.5: The rhombic dodecahedron can be split into four parallelépipkere for simplicity of
illustration only one (blue) is displayed. Using the vectorXafe can determine all eight points in

each parallelepiped.

w=( 1 1 1)T=x4q3=Ps Py,. The remaining diagonals are

8
3 (L 1)T=x ifminfa;b;gg= a

©=, 1,1)7T= xo ifminfa;b;gg= b
( ,1,1)"=x3 ifminfa;b;gg=g
and 8
3 (L1 DT =x; ifmidfa;b;gg= a
W=y (L L)"=x ifmidfa;b;gg=b :
( L11)"=x3 ifmidfa;b;gg=g

Once the diagonals are determined, we hBye= B, + g and the remaining six points of each
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parallelepiped are xed. For each parallelepipede points?, i = 1:::4, are given by
P,=PR, (20,00
R,;= R, (0:26,;0)7
R.= PRy (0:0;2,)"

Rs = P, +(29;,;0,0)"
Ps = P, +(0;20;,;0)"
R,=R,+(0;0;2g;,)":

R, throughR, are the other six points that (together wRhandR,) span the parallelepiped.

25

The last step is to weigh each of the 32 neighbors. Therefore, we ett@ymmetries between

the four parallelepipeds of the rhombic dodecahedron (Line 3 and Lifidvdpg). The convolution

can be computed for one parallelepiped and the remaining three can beedibgim symmetry

transformation into the rst one [24].

To that aim, we have to maintain the consistency (i.e., the order) of the pointanalefepiped

when transforming between parallelepipeds. This is necessary in ontptthe points of the other

three parallelepipeds to points of the rst parallelepiped that is being eealusy the exact same

polynomial ofbsp .

Preserving the correct order of the points translates into two permutaticansd p, of the six

pointsR; (j1= 2:::4) andR (j>= 5:::7): p1 andp, depend on the order @, b, andgas these

values determine the order of the axes that are required to obtain the gdimsparallelepipeds:

(2;3,4)
(3:2,4)
(4,23
(2,4,3)
(34,2
(4,32

pa(k) =

(7;,6;5)
(6,7,5)
(5,7;6)
(7,5;6)
(6,5,7)
(5;6;7)

p2(k) =

%
§
%
_%

fa>b>g
fa>g>b

ifg>a>hb

fb>a>g
ifb>g>a
if g>b>a

fa>b>g
fa>g>b

ifg>a>hb

fb>a>g
if b>g> a
if g>b>a
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wherek 2 f 1;2; 3g denotes which value @b is chosen. Having obtained all 32 neighbors in this
way, we construct the convolution sum in every parallelepip@ehereD;; are again the values at
pointsR)):

fi(p) = Di,bsgR, p)+ DigbsgR; p)
g (4.10)
* 31 Dip,PSHP, - P+ DipbsHR,  P)

We can now compute the convolution suffip) for one parallelepiped. By exploiting the symme-
tries of the rhombic dodecahedron we only have to transform the otherghrallelepipeds into the
rst one in order to compute the convolution sum for all 32 points. The tatslit is

4
f(p) = & fi(p): (4.11)

i=1
Examining the 32 calls tbsp in Equation 4.11, one can see that per parallelepifedl for every
permutationp; andp» the same eight branches are taken; i.e., by sodinfy, andg once, we know

in advance which polynomials d&sp have to be evaluated. For each parallelepiped the data points
Di, get weighted with the following polynomials (in this order):

D, ! R
D, ! R4
Dipl(O) ' R
D, ! R
Dipo ! Res
Ding ' Raa
Dipy ! Fa
Dip2(2) '  Rsg:

Thus, no branching is required except for the sorting ob, andg. Equation 4.11 can be expanded
and is then in pp-form. This yields an ef cient evaluation of the quintic box splifss a summary,
GLSL functions for nearest-neighbor interpolation, as well as the linedugamtic box spline are
presented in Appendix A.

4.2 Pre ltering

As we have seen in the previous section, the quintic box spline is a smootbostaiction kernel
guaranteein@? continuity that is not interpolating. In order to improve reconstruction quality of
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this kernel we can emplogeneralized interpolatiof2].

Volume rendering typically involves the (implicit) reconstruction of a continudoimain 3D
function from a set of samples on a uniform grid. The fundamental gaa@an be best explained
by the 1D case. Let us consider the samdigk 2 Z, taken on a grid with spacing, and the
reconstruction kerndh(x), x 2 R. We can express the reconstructibras a discrete/continuous
convolution

f(x) f(x)= & ch(x=T K); (4.12)
k

wherecy are the coef cients to be determined by the pre Itering step [2]. Imposingritezpolation
condition leads to the constraint

f(iT)y= qahli KW=c g= f; (4.13)
k

whereg = h(l) is the sampled kernel. Consequently, we hawvef g !and the coef cients can be
obtained by discrete convolution of the inverse Igr!. Notice that the pre Itering step becomes
trivial when the reconstruction kerniels interpolating; i.e., fronin(k) = d follows readilycy = fy.
The inverse- Itering step can be implemented by a recursive algorithm inptites domain for
1D B-splines [2], or in general in the Fourier domain, assuming periodiadary conditions. The

F(e")y= 4 fie"; (4.14)
1=0

lution theorem, one can perform inverse ltering in the Fourier domain as
F(e™).
G(elw)’

whereG is the DFT ofg. The Fourier domain algorithm is easy to apply to the 3D case and for

!  C(e™)= (4.15)

non-CC lattices if the associated DFT is at hand.

The reconstruction kernélneeds to be admissible in the sense that the BFF the sampled
kernel has to be non-zero. In 1D, all popular kernels, includingalaBisplines and odd-degree
symmetric B-splines, are admissible and guarantee a stable pre Iter. Geamgg their separable
extension can be used without any problem for the 3D case [14]. OnGkEl&tice, the quintic box
spline is also shown to be an appropriate choice [24] for pre Iteringhdidd be noted that higher-
order B-splines and box splines are smoothing and non-interpolatinghwrakes pre Itering an
essential step for exploiting their improved approximation quality.
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4.3 Implemenation

Having set up the box spline as a lter kernel for the BCC lattice and thel{gmeng algorithm, we
employed them in a high-quality ray caster. First, we implemented the discrateRoansform for
BCC lattices using Alirret al's method [1], which makes use of the multi-dimensional Fast-Fourier
Transform (FFT) algorithm. Therefore, using the FFTW package, [ QFT on the BCC lattice
can be implemented ef ciently. Furthermore, we implemented pre ltered B-spéoenstruction
for BCC lattices [16] and pre Itered B-spline reconstruction on CC latticesrder to compare it to
our new method. In the following, the rst method shall be calB@C B-splinesand the second one
CC B-splines All six lter kernels guarante€?® (linear box spline for BCC, trilinear CC B-spline,
pre Itered trilinear BCC B-spline) an@? reconstruction (quintic box spline for BCC, tricubic CC
B-spline, pre Itered tricubic BCC B-spline).

The rst method (pre Itered BCC B-splines) is theoretically not well adaldg@nce the B-splines
are not suitable for BCC lattices. Speci cally, during pre ltering divisiop bero can occur. To
avoid this, the denominator of the Fourier expression of the inverse ltefified” by a small
positive numbere. Division by zero is bypassed but the Iter kernels are not interpolatimg a
more. Therefore, Csébfalet al. call their method “practically interpolating” [16]. The method
offers reconstruction kernels for the BCC lattice that can be used onRkkea@&d, to the best of our
knowledge, deliver the best compromise between rendering speed ayeldonality for BCC lattices
so far. The second method (pre ltered CC B-spline) works analogdosiige method outlined in
Section 4.2 with the difference that the tricubic B-spline on a CC lattice is used.

The skeleton of the ray caster implementation is the same for every method, effitlggiment
shader with the lter kernels and the storage schemes of the volumes haeeaidjusted for the
different methods. However, the pre Itering step requires special tidtesince after pre Itering
the coef cients may be negative. This has to be taken into account whengstbe volume as
textures; e.g., by using 32-bit textures.

For our method we use the BCC lattice representation proposed in Chapterdditrast, Cséb-
falvi et al's [16] BCC B-spline method stores the BCC lattice as two separate CC textures



Chapter 5

Computed Tomography

5.1 Maximum Likelihood Expectation Maximization (EM) Algorithm

We present a brief overview of the EM algorithm, rst in its traditional discifeten as introduced
by Sheppet al.[50] and then in a continuous form that can be adapted for use in a vokmderning
framework. The work presented in this chapter has been conductedperation with Usman R.
Alim [26].

5.1.1 EM Reconstruction

The goal of image reconstruction in emission tomography (ET) is to estimatdiawmuns 3D activ-
ity distribution from discrete measurements that correspond to some integraldrmation of the
activity distribution. Lewittet al.[33] have classi ed the models used to represent the data collec-
tion process into three major categories, namely discrete-continuous, [@s@ete-discrete (D-D)
and continuous-continuous (C-C). D-C models are a natural settinglfan attempt to relate the
discrete measurements to the continuous 3D activity distribution. D-D modetsbtaimed from
D-C models by using a nite set of basis functions to represent the unkramiivity distribution.
A reconstruction algorithm is then used to estimate the coef cients of the bastsidns. C-C
models interpret the discrete measurements as samples of a continuousfumitt@measurement
space and an analytic formula is used to invert the integral transformén wréstimate the activity
distribution.

In this thesis, we shall focus on the EM algorithm which is based on a D-D hudd#ata
collection; i.e., it treats both the acquired projections and the reconstrucliome@s discrete data.

29
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The 3D volume is typically discretized into non-overlapping cubic cells thatilecesuch that their
centers make up a regular 3D CC lattice. However, the algorithm is not tieg tepaci ¢ grid and
allows one to use non-CC lattices.

We denote by (X), the unknown 3D activity distribution. For convenience, we lexicograglyic

photons detected in binasy; and the total activity in cel| as/ ;. The stochastic nature of photon
detections in a particular bin is modeled as a Poisson process that is indepenhdhe photon
arrivals in other bins. In particular, photon arrivals in biiollow a Poisson distribution with mean
ajajl j» Where the terna;;; models the physics and geometry of the imaging process and represents
the probability that a photon emitted anywhere in gelill be detected in biri. This allows the

D-D imaging model to be written as a matrix-vector product given by

Elyl=A [; (5.1)

volume obtained by intersecting cgllwith a beam originating at binthat is perpendicular to the
detector plane. The cross section of the beam is the area df bin

The EM algorithm takes the form of an iterative procedure that nds the éesgimatd that
maximizes the likelihood of measuring the dgtander the imaging model (5.1). We refer the reader
to [32,50] for details of the derivation. If we denote an activity estimate edtitenn as/ (n), then
the equation that updates the activity estimate of gathn be written as

- 1 g i
T e, Ay o 52
Let p(”) be the column vectc(rp(ln) i pl(”))T that represents the projection of the activity estimate
| ™ at iterationn. It is given by
pW=nA | ™. (5.3)
Also, letc™ be the column vecto(rylzp(l);"';y|=p|(n))T consisting of correction factors. Equa-

tion (5.2) can then be expressed in a more concise form as

BASEN LTSS (5.4)

T Ny,
" = w andAT is the transpose .

whereu YT
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The update equations (5.2) and (5.4) have a simple interpretation in terngesitjpn and back-
projection operations. In the standard EM framework, the m#&rocomputes a projection of the
current activity estimate whereas its transp@sk, back-projects correction factors into the volume
to update the activity estimate. Sometimes, a different back-projection nidtrimay be used to
accelerate convergence, resulting in a modi ed reconstruction algoritabgties by the name of
Dual-Matrix reconstruction. In ET, it accelerates convergence by magiaphysics (attenuation,
Compton scattering, detector blurring) as well as the geometry of the acquigiticess into the
projection matrixA while keeping the back-projection mati{ sparse (e.g by modeling geometry
only). The projection and back-projection matrices must form a valid panab/zed in [60].

5.1.2 Volume Rendering Formulation

Volume rendering techniques for tomographic reconstruction have ttatadye that they avoid the
expensive computation and storage of the systems matrpather, the entries of the matrix are
implicitly computed on the y during the projection and back-projection stepsrdier to make use
of volume rendering techniques, we have to write the discrete quantitiesnpeelsin the previous
section, in a form that is more suitable for volume rendering algorithms. licpkar, the activity
distribution/ (x) and the forward projection model (5.1) need to be transposed into the wounsin
domain. Towards this end, we formulate the equations in terms of arbitras/fbastions and high-
light the conditions under which the continuous-domain representation igadepti to the discrete
EM framework.

We start by examining the D-C data collection model which treats both the emissisitydand
the detection probability as continuously de ned functions. t;ét) denote the continuous-domain
probability density function that represents the probability that an emissiomveithin nitessimal
volume atx will be detected in biri. If we represent the continuous-domain emission density as
a linear combination of a nite number of basis functions, the continuous anelofjthe discrete

imaging model (5.1) can be written as
z
6= h0o &;lifie) dx (5.5)

whereg; denotes the total number of photons detected in binder a continuous imaging model,
fi(x) is the basis function corresponding to cglind/ j is the corresponding coef cient. Here, we
have not placed any restrictions on the choice of basis functions. Arof fenctions that form a
valid basis can be used.
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An entry of the matrixA represents the average probability that an emission fromnj egll be
detected in bin [33]. It can be obtained throudh(x) by integrating over the volume occupied by
cell j;i.e., z

aj = - hi(x) cj(x)dx; (5.6)

wherecj(x) denotes the characteristic function of cellt is unity within the volume of the cell and
zero elsewhere.
Using (5.6) and the D-D projection model of the EM framework (5.1), wevedie the expected

total number of photons detected in bhias
VA
ajljai§j= ajlj hi(X)Cj(X)dX
R3
Z (5.7)

Rghi(x) éj/jc,-(x) dx

By comparing this with the continuous imaging model (5.5), we observe that ifiseethe
characteristic functions;(x) as basis functions along with the total cell emissibpsis the corre-
sponding coef cients, the continuous imaging model becomes equivaldre ttiscrete formulation
of the EM framework. Thus, a continuous imaging model that makes useaoésteneighbor in-
terpolation for the emission density and treats the integration kbifx¢las a continuously de ned
function, can safely be used as a projector in an EM reconstruction frarke Higher-order in-
terpolation schemes are incompatible. This should come as no surprise g@re®l ttormulation
capitalizes on the additive property of independent Poisson distributionatukal way to achieve
this independence is to assume an underlying piecewise-constant emess#ity.d

The back-projection step can also be expressed in an integral form dionf&ai7). Taking (5.6)
and substituting it into (5.2), we see that the total unnormalized correctitor faack-projected to

cell j is given by
z
aca=a _ Gh(yei(dx : (5.8)
|

|

Equations (5.7) and (5.8) are in a more suitable form for our purposes gaolume rendering
algorithms are ne tuned for the purpose of computing such integrals.

In ET modalities, a collimator is usually employed that only allows photons travedingenmdic-
ular to the plane of the detector to pass through. If we further neglectfétdseof photon scattering,
the integration kerndhj(x) is non-zero within a cuboid-shaped beam perpendicular to the plane of
the detector and zero outside. Forward projection (5.7) can theregoe¢ diently computed via
volume rendering using orthographic projection and an emission-only inbedreat samples the
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volume along rays perpendicular to the image plane. Similarly, the back-poojetep (5.8) can
be evaluated by treating each image plane of correction factors as a ligisesand tracing rays
through the volume, accumulating their contribution at each cell. In such arealendering based
approach for computing the forward and back-projection steps, if thgrartds are sampled at the
same locations, we have a matched projector/back-projector pair as in@4he other hand, in
hardware-accelerated reconstruction, the usual approach is tsosslar step size for the forward
projection and an approximate evaluation of the back-projection step, #udiadeto an unmatched
approach.

As mentioned earlier, this formulation can be generalized to any 3D lattice. fDadattice is
determined, the only adjustment needed is in the choice of the charactemsfiifuc;(x), which
changes according to the lattice's Voronoi cell. In our case we choes€thand BCC lattices,
which have the cube and the truncated octahedron as their Voronoi egfisatively. Therefore,
cj(X) is the nearest-neighbor interpolation kernel of the lattice.

5.2 Hardware-Based Implementation

The EM algorithm expectsi projections ¥) as input that are usually equidistantly distributed over
a certain range (typically 360 degrees). The algorithm consists of tliffeeedt steps in each
iterationn: Forward projection, correction step, and back-projection. An agerof an iteration in
the algorithm is displayed in Figure 5.1.

5.2.1 Forward Projection

In each iteratiom, the forward projection computes projection estimatqs(”) from the current 3D
estimatel (X)( (where/ (x)(V = 1). Note that Equation 5.7 can be considered as beam integrals
that can be approximated by line integrals. Line integrals are easily compatedlvme rendering.
Therefore, we rendér(x)(" from every projection angle to obtajﬁ”). According to Equation 5.7
a strict implementation relies on nearest-neighbor interpolation. Here, weatemearest-neighbor
interpolation to higher-order kernels to empirically con rm the theoreticaults obtained in Sec-
tion 5.1.

The nearest-neighbor interpolation routine has been explained in SedtitnMearest-neighbor
interpolation for the CC lattice is implemented via the OpenGL Glg NEAREST

Due to the support of 32 bit textures on the GPU, we can compute the rektiits grojection
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Figure 5.1: Overview of the EM implementation: In the forward projection volueralering is
applied to calculate projectiorpé”) of the estimaté (x)(". In the correction steg is divided by
p(”), and the back-projection stretches the correction images back into the votuBweographics
Association 2009; Reproduced by kind permission of the Eurograplassdation [26].

operation without any loss of accuracy compared to CPU-based comput#tie forward projec-

tion step is straightforward since calculating the line integrals (Equation 5n5latas directly to

regular volume rendering. We use texture slicing with an orthographic eeimeender the current
estimate of the volume in order to compute the line integrals.

No attenuation correction takes place so we set the alpha blending functitBiéadFunc
(GL_ONE, GL_ONE) (additive alpha blending). To compute the line integral per pixel, we mul-
tiply the sum of the fragments with the stepsize (i.e., the distance between tweradiices).
This results in imagep(”) similar to X-ray projections. All projection images are equidistantly
distributed over a certain range (usually 360 degrees) and have totlered in every forward
projection step.

5.2.2 Correction Step

After rendering all projectionp(”) of the current estimate(x)(", the correction images are calcu-
lated according to Equation 5.4; i.e., we compute the correction vector

™ = (y,=pi";::5y=p(")" (5.9)
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by dividing the actual projectiong by the imagesj(”) rendered in the forward projection on a
pixel-wise basis.

An example of a mouse embryo is displayed in Figure 5.2: (a) shows a giggcpon /), (b)
shows a projectionp(”)) of the current estimatd (x)(") obtained via forward projection, and (c)
shows the corresponding correction imag@)(j.

(a) Projectiory (b) Projection estimatp(“) (c) Correction image(”)

Figure 5.2: A correction image (c) obtained from a projection of the estimatan@ha given pro-
jection (a).

5.2.3 Back-Projection

For the back-projection we compute the integral according to Equation 5.8omipute the next
estimatel ()™, I (x)™ conceptually becomes the camera (i.e., voxels detect photonsf&nd
acts as light source (i.e., pixels emit photons). We proceed as propgs€titiow et al. [9]:

For every horizontal slice of the volume(x)(™, we nd the corresponding row of pixels in the
projection images(™; i.e., we choose the row icf” that has the same height as the horizontal slice
in 1 (x)(". We load this row as a 1D texture into GPU memory. This 1D texture is then “sdfeare
over a (rotated) quadratic polygon which represents a horizontal sliteeinpdate volumei”.
The polygon has to be rotated according to the current projection imagesvery rotation angle
of them projections, these values are normalizedhibgnd get accumulated in the rendering buffer.
The polygon is then written to host memory resulting in one slicedf After all projections are
“smeared” back into the update volume, we obtain the next estimate by muItiplSﬂ)ngith I (x)("M

on a voxel-wise basis; i.e.,

1D = (W WPy (T (5.10)
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Figure 5.3 depicts a schematical example for different values ofh 1D rows of projection®
of a sphere are loaded as 1D textures and are then “smeared” ovadiatjci 2D polygon which
represents a slice in the update volun8 which is then multiplied by (x)(".

(@ m=8 (b) m= 16

(c) m= 64 (d) m= 256

Figure 5.3: Back-projections of a sphere for different numbers @jeptions: m one-dimensional
rows of projectionp get “smeared” onto a 2D slice of the update volume.

5.2.4 Implementation Details for Different Lattices

Differences in the algorithm when using the BCC lattice only occur in the fahweojection (where
the fragment shaders and the storage scheme for the BCC lattice havedusted), and in the
back-projection: As already mentioned, a BCC lattice is formed by two CC lattidesrefore, in
the BCC lattice every slice in they-, Xz, andyzplane is a 2D CC lattice where every odd slice is
shifted by one half of the grid spacing. Since we use the texture smearingdnétis shift has to
be taken into account during back-projection. Therefore, everysticel has to be shifted ensuring
the correct sampling on the BCC lattice. For the CC implementation this shift is omitted.



Chapter 6

Results

6.1 Volume Ray Casting

We tested our method presented in Chapter 4 on a PC with two 1.0 GHz Dua”A®ieOpteron
Processors with 8 GB memory and an Nvidia GeForce 8800 GTX graphid{ 8 MB RAM,
128 stream processors) using Linux 2.6.18 with gcc 4.1.2, OpenGL, BB8d.GVe compared the
linear and quintic box spline (with and without pre Itering) to the pre Itered trdar and tricubic
BCC B-spline, and the trilinear and tricubic CC B-spline (with and without jpeging) in terms of
rendering speed, image quality, and numerical quality.

Method Box spline BCC B-spline CC B-spline

C'NN 4NN 2x8 NN 8 NN
COLIN n.a. 2x1LIN 1LIN
C>NN 32NN 2X64 NN 64 NN
C?LIN n.a. 2x8LIN 8 LIN

Table 6.1: Samples needed for each reconstruction kezhelenotes the linear kerneld? denotes
the quintic and tricubic kernels. NN and LIN denotes the implementation of eadellkwith nearest
neighbor texture lookups and trilinear texture lookups, respectively.Cih B-spline version ofC?
LIN" is the tricubic B-spline according to Sigg and Hadwiger's implementatidl.[5

37
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6.1.1 Rendering Speed

We measured the frames per second for all three methods. Note thatedmeréering is a prepro-
cessing step performed once and has no in uence on these results.

Table 6.1 indicates the number of texture lookups required for eachgtaotion kernel. GPUs
usually support two types of 3D texture lookups: A lookup that fetchesédazgest neighbor and
a lookup that automatically performs a trilinear interpolation of eight texels. drfdlowing, we
shall call the rst typeNN lookupsand the second typEeIN lookups We compare the numbers
of NN and LIN lookups in Table 6.1 since the number of lookups has corateimpact on the
performance of each kernel. As the reader may verify, we also shomutheer of NN lookups for
linear interpolation on the CC lattice, which is not always necessary simogespurpose units for
linear interpolation are available (i.e., such a special purpose unit pesfaiLIN lookup).

There are two reasons for performing linear interpolation manually (i.e., enmpgldN lookups):
First, LIN lookups on the GPU are only available for the CC but not for tB&€Battice. This could
change as soon as BCC textures are implemented on commodity graphicatesodbecause of the
evolution of future graphics hardware such as the Larrabee archigdd®j. In the mean time, it is
fair to compare the box splines (that so far can only work with NN lookupa)rt@nual implemen-
tation of linear interpolation using NN lookups. For high-quality renderiBg@shit textures have to
be employed and only graphics cards of the latest generations suppdddkups on the 128-bit
pipeline. If working with older graphics cards (e.g. Nvidia GeForce §8G@0dware-accelerated
LIN lookups are not available and therefore NN lookups are mandatory.

We used three different datasets of different sizes which we remhdéeeresolution of 512 512
pixels: The Marschner-Lobb [34] (ML) dataset sampled on a CC latticeansthe of 40 40 40=
64k and on a BCC lattice with 2828 56 44k samples, the carp dataset (CC: 1880 180=
5;832k, BCC: 129 129 258 4;293k), and the mouse embryo dataset (CC: 46863 449
133661k, BCC: 321 474 642 97,683k). The BCC datasets have approximately 70% of the
samples of the CC datasets, which is justi ed due to the optimality of the BCC Iattice.

The Marschner-Lobb test function is analytically de ned and can tloeeelbe sampled easily
on an arbitrary lattice. An image rendered using the analytical version d¥ithdataset can be
found in Figure 6.1. The carp dataset is a CT scan originally stored driyadansely sampled CC
lattice. We constructed comparable BCC and CC datasets by merely subsaimptirthe densely
sampled CC dataset. The mouse embryo dataset was acquired from gafigns via OPT (optical
projection tomography) [47] as presented in Chapter 5.
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Figure 6.1: Volume rendering of the analytical ML test function.

Method ML Carp Mouse embryo
1 Linear box spline (direct) (NN) 3.57 3.10 1.58
2 Linear box spline (NN) 1458 12.47 5.62
3 Quintic box spline (direct) (NN) * * *
4 Quintic box spline (NN) 1.03 1.01 0.47
5 Trilinear BCC B-spline (NN) 494 465 2.11
6 Trilinear BCC B-spline (LIN)  26.02 20.54 7.32
7 Tricubic BCC B-spline (NN) 0.74 0.69 0.32
8 Tricubic BCC B-spline (LIN) 1.81 1.67 0.80
9 Trilinear CC B-spline (NN) 13.49 12.04 5.10
10 Trilinear CC B-spline (LIN) 39.68 32.63 11.06
11 Tricubic CC B-spline (NN) 149 1.37 0.63
12 Tricubic CC B-spline (LIN) 6.80 6.04 2.64

Table 6.2: Frames per second (fps) for the linear and quintic box spling tie direct implemen-
tation (the box spline's B-form); i.elsp in Section 4.1 is used for every neighbor in the kernel's
support, and our fast evaluation scheme, and pre Itered B-splinestrwation for BCC and CC
lattices. Three datasets where used: The Marschner-Lobb (ML) atipe @nd the mouse embryo
dataset. Renderings with the direct quintic box spline (*) took severahskscE 30) per frame.
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We created volume renderings using central differencing with a relatsrabll step size (on-
the- y gradient computation) to approximate the true gradient. Centralrdifi@ng is often used for
volume rendering instead of taking the analytical derivative of the reagrigin kernel and there is
no reason to believe that any of the two methods performs better or worséhthather one [40].
Images of all datasets are found in Section 6.1.2. Images of the Mardobinieidataset are found
in Figure 6.3, the mouse embryo dataset is found in Figure 6.4, and the atasetis found in
Figure 6.5. Timings for all three datasets are listed in Table 6.2 and con rithtdox splines are
able to compete with the two other methods.

First, it is apparent that a direct implementation that makes use of the box splBxéorm
(i.e., whenbsp in Section 4.1 is used for every neighbor in the kernel's support) is rGilite as
it is not able to deliver interactive frame rates, especially for the quinticdptive. This shows
the necessity of transforming the box spline from B-form to pp-form. @at évaluation scheme
guarantees the desired performance increase to make box splinesvatti@ctinteractive volume
rendering (compare rows 1 to 4 in Table 6.2): For the linear box splineépgulementation is 3.5
times faster, and the quintic box spline is more than 15 times faster than the diréaiempation.
Furthermore, the pre Itered BCC B-splines are not able to compete in tersseafd with the CC
B-splines (compare lines 5-8 with 9-12): The trilinear BCC B-spline ackiév82 fps compared
to 11.06 fps of the linear CC B-spline, and the tricubic BCC B-spline achi@8:fps compared to
2.64 fps of the tricubic CC B-spline.

Let us now focus on our fast evaluation scheme of the box spline (timings s Zrend 4):
When LIN lookups can be used the box splines obviously perform netedisas the two other
methods. However, frame rates are more similar as soon as dataset sess@sc(compare the
frame rates in line 2, 6, and 10 in the last column of Table 6.2, and line 4, 8,2ndiice memory
access becomes more expensive. The box splines still achieve cotedaaaie rates: %2 fps
(linear box spline) compared to32 (trilinear BCC B-spline) and 1Q6 fps (trilinear CC B-spline),
and 047 fps (quintic box spline) compared to80 (tricubic BCC B-spline) and:84 fps (tricubic
CC B-spline).

When only NN lookups are employed, the linear box spline is approximatelg thmes faster
than the pre Itered trilinear BCC B-spline and slightly faster than the trilinearBz§pline. Fur-
thermore, the quintic box spline is faster than the pre ltered tricubic BCC IBwsgor all three
datasets but still slower than the tricubic CC B-spline. This shows that bimesgan compete with
the comparison methods in terms of rendering speed, and we will see in theeati®n that box
splines deliver superior reconstruction accuracy and better visaétyqu
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Method ML Carp Mouse embryo
Nearest-neighbor interpolation (BCC)27.71 23.71 10.45
Nearest-neighbor interpolation (CC) 40.03 33.41 13.28

Table 6.3: Frames per second (fps) for nearest-neighbor interpofatidime BCC and CC lattice.
Three datasets where used: The Marschner-Lobb (ML), the cadgha mouse embryo dataset.

Note that the advantage of using LIN lookups is only due to the fact that &iliméerpolation
on the CC lattice is available through special purpose units on the GPU. Thudsgs are almost
as fast as NN lookups (although eight times as much data has to be ajcédsechdvantage is
likely to vanish as soon as special BCC hardware or more evolved artcinds@re available. Our
comparisons indicate that the box splines are then likely to be faster thanntipagson methods.
Furthermore, note that one has to switch back to NN lookups if one wantg t82ubit textures on
older graphics hardware and in this case box splines are the best.choice

Last, we compare the timings (listed in Table 6.3) for nearest-neighbor intégrotar the CC
and BCC lattice. In general, nearest-neighbor interpolation is not empioyled context of volume
rendering due to its poor visual quality. However, we have seen in Qhapiat nearest-neighbor
interpolation is important in the context of computed tomography. Although bothads require
only one NN lookup, the BCC nearest-neighbor interpolation is slower sirdiag the nearest
neighbor in a BCC lattice is slightly more expensive (see Section 4.1.1).

6.1.2 Image Quality

To compare the reconstruction quality of each lter kernel, we employed theséhner-Lobb test
function sampled on lattices as described in Section 6.1.1 and produced velndesings.

Since the linear B-spline and the linear box spline are already interpolatitiged®C and BCC
lattice, discrete pre ltering yields the identity (i.€f, = c). Figure 6.2 shows results for the linear
lters (CP reconstruction). The rst row shows volume renderings of the testtfan and the second
row shows the corresponding error images. They visualize the anguteirvénen estimating the
surface normals using central differences with a relatively small stefireizethe reconstructed test
function. An angular error of more than 30 degrees is mapped to whitek BiEmotes an angular
error of zero. All three Iters have dif culties to reconstruct the sigoalrectly. However, the error
image of the linear box spline in Figure 6.2 (b) is slightly darker than the otheimdages and has
therefore a smaller error. Furthermore, the error is distributed moréarggu



CHAPTER 6. RESULTS 42

(a) (b) (©)

Figure 6.2: First row: Marschner-Lobb test function. Second roarrésponding error images. An
angular error of the reconstructed surface normal of more than 3@etes mapped to white. Black
denotes an error of zero. (a): trilinear B-spline reconstruction from 40 40 CC samples. (b)
and (c): linear box spline and pre Itered trilinear B-spline reconstructromf28 28 56 BCC
samples.

Figure 6.3 shows analogous results @rreconstruction. Both, the tricubic CC B-spline and
the quintic box spline (a-d) show improvements when pre ltering is used: vElieys are deeper
and the lters are not as smoothing as when used without pre ltering. Tiog gnages in the sec-
ond row con rm that pre Itering substantially improves reconstructionuaecy and image quality.
However, the quintic box spline delivers better image quality and erronvmtia both cases. When
comparing all three error images where pre ltering is used (second(pwd) and (e)) it is appar-
ent that the pre ltered quintic box spline is able to reconstruct the testitmmore accurately than
the pre Itered tricubic B-spline for CC (b) and BCC (e) lattices, which makése best choice.

To show the visual difference of pre ltering for a real-world datasetrendered close-ups of a
smaller version of the mouse embryo dataset with box splines. The datasef hd92 174
1,953k BCC samples and was obtained the same way as described for thet olafection 6.1.1.
Figure 6.4 shows the mouse embryo (a) and three close-ups (b-dg {evas rendered using the
linear box spline, (c) was rendered using the quintic box spline withouttereng, and (d) shows
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@ (b) (© (d (e)

Figure 6.3: First row: Marschner-Lobb test function. Second rowrrésponding error images
analogous to Figure 6.2. (a) and (b): tricubic B-spline reconstructamn #0 40 40 CC samples
without and with pre Itering. (c) and (d): quintic box spline reconstructiooni 28 28 56
BCC samples without and with pre Itering. (e): pre Itered tricubic B-splireconstruction from
28 28 56 BCC samples.

the mouse embryo head using the quintic box spline with pre ltering. The lin@aspline is able to
reconstruct details but girdering artifacts [7] are visible. The quinticdmixie shows its smoothing
property when no pre ltering is employed and details are lost. The besiMissult is obtained with
the quintic box spline and pre Itering: The girdering artifacts vanish andlsieteils are preserved.

Last, we compare the pre Itered Iter kernels f6f reconstruction on another real-world dataset.
Figure 6.5 shows the carp dataset with the pre Itered quintic box splingh@)pre ltered tricubic
BCC B-spline (c), and the pre Itered tricubic CC B-spline (d). The datbéave approximately
the same number of samples: The BCC dataset has 129 258 4;293k samples and the CC
dataset has 164164 164 4,411k samples. The pre ltered tricubic BCC B-spline (c) cannot
preserve as many details as the other two methods due to its “practically intergeoperty. The
pre ltered quintic box spline (b) can reconstruct the carp's ribs moreately resulting in better
image quality than the pre Itered tricubic CC B-spline (d).

6.1.3 Numerical Comparisons

In the context of volume rendering, a visual comparison between ditfeegonstruction Iters as
seen in Section 6.1.2 is the most important quality measure. Besides that, a mlicm@riparison
of the Iters is of interest as well. To that aim, we compute two error measthre; andL; error,
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(a) Mouse embryo (b) Linear

(c) Quintic (no pre ltering) (d) Quintic (pre Itering)

Figure 6.4: Close-up of the mouse embryo with 8792 174 BCC samples rendered with the
linear and quintic box spline.

for the analytically de ned ML dataset.

LetD=[ 1;1]®* R3x2D, f:D! Rthe scalar ML test function (ground truth) as de ned by
Marschner and Lobb [34], anfi : D! R the reconstructed function (i.€f.,is sampled on a lattice
and then reconstructed from these samples)i Bdrl; 2g, we de ne

a()=jf( fr(j (6.1)
as the pointwisé; error. Therefore, the average expedtgerror is
z
m= Da(X)dx (6.2)

and the standard deviation is obtained via

rz r z

Si= De(x)2 nfdx= (@ m)2dx (6.3)
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(a) Carp (b) Pre Itered quintic box spline

(c) Pre ltered tricubic BCC B-spline (d) Pre Itered tricubic CC B-spline

Figure 6.5: The carp dataset sampled of; 293k BCC samples (b, ¢) and on4;411k CC samples
(d). (b-d) compare the pre Itered quintic box spline (b), the pre lterddubic BCC B-spline (c),
and the pre Itered tricubic CC B-spline (d).

By takingN random sampleg; 2 D, j = 1:::N, Equation 6.2 can be approximated by the sum
z 1
m=_a(dx T & a(x): (6.4)

j=1
We conducted the experiment by sampling the ML test function on a CC latticeecd@ 40
40 and on a BCC lattice of size 3131 62. The CC lattice has a slightly higher sampling density
than the BCC lattice. We compufe at positionx; by convolving these lattices with the different
Iters (box splines, BCC B-splines, and CC B-splines). Thus, we canpmge the pointwise error
&(xj). Having computeds(x;) for all j = 1:::N, we estimatem andIo s; for each lattice and
reconstruction kernel by taking= 100 000 random samples that are identical in each computation;
i.e., we precomputdl = 100 000 random samples and use them in each estimatiom anﬁdp Si
for each lattice and Iter. This allows for a numerical comparison of the diffié reconstruction
gualities of the Iters. The numerical results for the andL, error are found in Table 6.4 and in
Figure 6.6.
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Filter L, Error L, Error

m | s m | s
Box splines
Nearest neighbor 0.035139| 0.031392| 0.002220| 0.003581
Linear 0.022240| 0.019245|| 0.000865| 0.001315
Quintic 0.034278| 0.021428|| 0.001634| 0.001594
Quintic (pre Itering) | 0.008349| 0.010025|| 0.000170| 0.000367
BCC B-splines
Trilinear 0.022640| 0.016787|| 0.000794| 0.000976
Tricubic 0.010683| 0.009625| 0.000207| 0.000305
CC B-splines
Nearest neighbor 0.035489| 0.031308|| 0.002240| 0.003588
Trilinear 0.025813| 0.020246|| 0.001076| 0.001386
Tricubic 0.038570| 0.023649|| 0.002047| 0.001940
Tricubic (pre Itering) | 0.009364| 0.011484| 0.000220| 0.000480

46

Table 6.4: Numerical comparison between the three different Iter cla@s®ms splines, BCC B-
splines, and CC B-splines). Columns two to ve show the average expegtanddL, errorm and
m, as well as the corresponding standard deviatPosE and so.

If examining thel1 error (column two and three), it is noticable, that linear interpolation (linear
box spline n = 0:022240) and trilinear CC B-splinegr{ = 0.025813)) has a smaller numerical
error than the quintic box spliner{ = 0:034278) and tricubic CC B-splingr{ = 0:038570) (no
pre ltering). Results improve drastically when pre Itering is used. Both, thentic box spline
(m = 0:008349) and the tricubic CC B-splinen(= 0:009364) show the smallest error for their
lattice. Furthermore, the box splines perform better than their CC counte(peae Figure 6.6).

Note that for this experiment, the trilinear CC B-spline is more accurate thari¢hbitr CC B-
spline, and the linear box spline is more accurate than the quintic box splinessibe explanation
could be that for random samples lying close to a lattice point, the interpolating ¢f®e more
accurate results compared to the smooti@Adters without pre Itering.

As for the BCC B-splines, the trilinear BCC B-splinei(= 0:022640) shows a lower error
than the trilinear CC B-splinenf = 0:025813), but performs slightly worse than the linear box
spline (m = 0:022240). The tricubic BCC B-splingr{ = 0:010683) performs not as good as the
pre ltered quintic box splinef1 = 0:008349) and pre Itered tricubic CC B-splinay = 0:009364).
The same observations hold for thgerror.
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Figure 6.6: First columnL errors, second columm:, errors. First row:L; errors n, P s;) for
nearest neighbor interpolation for the BCC and CC lattice. Secondlrogrrors for the linear box
spline, trilinear BCC B-spline, and trilinear CC B-spline. Third roky:errors for the quintic box
spline and tricubic CC B-spline (no pre ltering). Fourth roly; errors for the quintic box spline,
tricubic BCC B-spline, and tricubic CC B-spline (with pre Itering). BCC dée® box splines,
BCCB denotes BCC B-splines, and CC denotes CC B-splines.
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6.2 Computed Tomography

In this section we test our GPU implementation of the EM algorithm. We ran ouriexgets with
the same setup as described in Section 6.1. In Section 6.2.1, we derive Bieepp-Logan (SL)
phantom with analytically computed projections. In Section 6.2.2, we investigate tience of
different Iters in the forward projection step, and Section 6.2.3 demotestithe superiority of the
BCC lattice over the CC lattice. Finally, Section 6.2.4 demonstrates the feasibilty ofethod for
a real-world dataset.

6.2.1 Synthetic Phantom

In practical CT settings only the projections are given and a ground truibt iavailable. In order
to be able to compare CT algorithms we have to measure the error betweesuté¢the estimate
of the volume) and the actual solution (i.e., a ground truth of the volume). d{énis desirable
to de ne synthetic phantoms and to create (ideal) projections of them somwmeasure the error
between an estimate and the ground truth. Therefore, we compare thracycotitomographic
reconstructions on CC and BCC lattices using different lters by employii@parersion of the
Shepp-Logan (SL) dataset. The 2D SL test function was rst introddigeShepp and Logan [49].
It consists of several analytically de ned ellipsoids that resemble theeshag characteristics of a
slice of a brain's CT scan. We make use of its 3D version [29].

The rst step is to create the ground truth. Since the 3D SL phantom is deamalytically, it
can be sampled on any arbitrary lattice. For our experiments, we sampled t&8e Bhantom on
a CC lattice of size 128 128 128 (2097152 samples). Next, we sampled the 3D SL phantom
on a BCC lattice of approximately the same size (1AD0 200= 2;000,000 samples), which
we therefore calBCC 100lattice. As nite sampling of a volume cannot result in the same number
of samples for both lattices we chose the resolution in favor of the CC lattiags, Tine CC lattice
has a slightly higher sampling density than the BCC 100 lattice. Finally, we sam@e2DtISL
phantom on a BCC lattice which has approximately 70% of the CC lattice's santeslattice,
which we shall calBCC 70lattice, has a size 0f 9191 182= 1;507,142 samples. The BCC 70
lattice can store the same information as the®128 lattice.

Next, we created 256 projections of the volume of size 1228 each on a 360 degree orbit
around the volume. In order to obtain projections as accurate as possilsléot desirable to
compute the projections in a numerical way (i.e., by computing numerical integjoalg rays cast
through the volume onto the detector plane). Since the 3D SL phantom is af®llipsoids, we
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can create the projections analytically by usingfbarier slice theoremThe Fourier transform of
a unit solid sphere centered at the origin is given by [38]

Ja=(2pkwk)

fs(w) = Tk

(6.5)

whereJs-, is the Bessel function of the rst kind of orderE3. Furthermore, an ellipsoid is obtained
by an af ne transformation of a sphere. These transforms can alspgedin the Fourier domain
to yield the Fourier transform of an ellipsoid.

fe(w) := Mjexp( 2pixo' w) fs(MTw); (6.6)

whereM is an af ne transformation matrix that maps the unit sphere to the ellipsoikaigdthe

center of the ellipsoid. Therefore, we can easily obtain the analyticaldfdumnsform of the 3D
SL phantom. Now a spatial projection can be created by rst sampling thedfdransform of the
3D SL phantom on a disrete 2D slice perpendicular to the viewing directioterssl at the origin,
and then applying the inverse Fourier transform on this slice.

(a) noiseless (b) PSNR 32.19 (c) PSNR 22.19

Figure 6.7: Analytically computed projections of the 3D SL phantom with differeise levels.
¢ Eurographics Association 2009; Reproduced by kind permission of tinegEaphics Associa-
tion [26].

In real-world applications projections are often corrupted by noise. Sidfie denoising capa-
bilities of the EM algorithm, we created two more sets of projections that werepted by Poisson
noise: For each pixgbyy in projectionp, pxy is treated as the mean of the Poisson distribution at
pixel pyy, which is also the variance of the distribution. A scaling fact@ used to control the mean
(variance). The highem, the higher is the noise level and the lower is the peak signal-to-noise ratio
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(PSNR). The rst set has a PSNR of 32.19 and the second set hadR &32.19. One projection
of each set is shown in Figure 6.7.

Having at hand the ground truth and the projections, the reconstructiercomputed for 30
iterations while monitoring the root mean squared error (RMSE) betwedn esditnate and the
ground truth.

6.2.2 Different Filters

In Section 5 we have shown the necessity of using a nearest-neighbor Tibesubstantiate this
result empirically, we compare nearest-neighbor interpolation to sevgrarorder reconstruction
Iters in the forward projection. For higher-order ltering we use the lin@ad quintic box spline
(presented in Section 4.1) as reconstruction kernels for the BCC lattit¢hadtrilinear and tricubic
B-spline as reconstruction kernels for the CC lattice. The linear box spithéhe trilinear B-spline
guarante€? continuity, the quintic box spline and the tricubic B-spl®®continuity. Furthermore,
we use pre ltering (presented in Section 4.2) in order to make the quintic dimesand the tricubic
B-spline interpolating.

Figure 6.8 shows the RMSE after iteration 30 for the BCC 100 and the CC lattidethe four
respective kernels when using the noiseless and the two noisy projeetgon\We recognize that
nearest-neighbor interpolation delivers the most accurate result forlditices, especially in the
presence of noise. Higher-order reconstruction kernels delivealezurate results.

Figure 6.9 shows analogous results for the BCC 70 lattice.

In our model, we assume that only photons traveling perpendicular to tkersame recorded,
and that distributions are independent. This should favor nearesthogigiterpolation when re-
constructing small features. Thus, we used the method described in Se@iarto create 256
noiseless projections (4040 pixels) of small spheres with radius2x (wherex is the side length
of a cubic voxel), from which we reconstructed the volume of size 40 40 with the nearest-
neighbor and tricubic Iter on the CC lattice. Figure 6.10 shows volume réngeof these spheres
after 30 iterations and it is apparent that the reconstruction of the sphsiry nearest-neighbor
interpolation in the EM algorithm is more accurate. The spheres are more symmieéreas the
tricubic tomographic reconstruction is more irregular.
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Figure 6.8: BCC 100 compared to the CC lattice: RMSE after iteration 30 fardiit noise levels
(noiseless, PSNR 329, and PSNR 229) and reconstruction lters. In all three cases the BCC
Iters perform better than their CC counterparts and nearest-neightspiwiation shows the most
accurate results for both lattices.Eurographics Association 2009; Reproduced by kind permission
of the Eurographics Association [26].

6.2.3 Different Lattices

Figure 6.8 and Figure 6.9 already indicate the superiority of the BCC lattide: aipparent that
the BCC lattice performs better than the CC lattice since all four BCC recotistide@rnels show
better error behavior than their CC counterparts. A possible explanatitngas the more isotropic
topology of the Voronoi cell of the BCC lattice compared to the CC lattice.

The convergence of the EM algorithm for the CC and BCC 100 lattice is illustrateigure 6.11
by the RMSE curves for all three noise levels between iterations 10 arfich@0gure compares the
BCC 100 lattice with the CC lattice when using the nearest-neighbor lter. Iteratloto 9 were
omitted for better readability. For each noise level, the BCC 100 lattice outpesfihe CC lattice
(compare the dashed curves, the solid curves and the “circle” cur8esjlar results hold for the
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Figure 6.9: BCC 70 compared to the CC lattice: RMSE after iteration 30 fordiffenoise levels
(noiseless, PSNR 329, and PSNR 229) and reconstruction kernels. In all three cases the BCC
Iters perform better than their CC counterparts and nearest-neightspwiation shows the most
accurate results for both lattices.

BCC 70 lattice, which are displayed in Figure 6.12.

The numerical differences demonstrated by the RMSE curves arersegy visual results.
Figure 6.13 shows center slices from the reconstructed volumes after&ibits: The rst column
shows slices from the CC lattice, the BCC 100 lattice, and the BCC 70 lattice velirggnnoiseless
projections. The second column shows the same setup for the PSNR 38dd@ipns, and the third
column for PSNR 22.19. The last column shows the corresponding trutk.slice

The CC lattice slices have a size of 12828 pixels and are found in the rst row of Figure 6.13.
The second and third row show the BCC 100 slices with a size of 1000. Note that although
the BCC 100 slice has only 100100 pixels, the physical size of the slice is the same as the size of
the CC slice. The reason for this is the different topology of the BCC lattioceavbid confusion
we therefore show the BCC slices with the same pixel size (second roviheisdme physical size
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(&) NN (b) Tricubic (c) Ground truth

Figure 6.10: Small spheres reconstructed using (a) nearest neigipinterpolation, and (b) the
tricubic B-spline. (c) shows the ground truthc Eurographics Association 2009; Reproduced by
kind permission of the Eurographics Association [26].

(third row) as the CC slice. In other words, the third row is just an upscadesion of the second
row. The fourth and fth row show the analogous setup for the BCC 70 fattic

In all cases nearest-neighbor interpolation was used. When compagirgtimate of the CC
volume ( rst row) to the estimate of the BCC volumes (second to fth row) theiallifference is
noticable: The BCC slices (last four rows) show less noise than their G@egart in the rst row.

To further clarify the difference between the BCC and CC lattice we shovigar& 6.14 and
Figure 6.15 the intensity values indicated by the red and blue lines in the lastrtofuFigure 6.13.
The dashed black lines indicate the ground truth. Again, the intensity cafweg BCC lattices
(columns two and three) of Figure 6.14 and Figure 6.15, respectivaly Ess noise than the CC
lattice curves (rst row in Figure 6.14 and Figure 6.15, respectivelyd damonstrate the better
noise suppression of the BCC lattice.

As a quantitive measure of noise suppression we computed the varianaehiortftogeneous
dark grey region of the SL phantom. The lower the variance the better ibe suppression: Results
are presented in Table 6.5. Both, the BCC 100 and the BCC 70 lattice showJavience values
and therefore better noise suppression compared to the CC lattice. Iséhefthe BCC 100 lattice,
the variance is approximately twice as low as for the CC lattice.

6.2.4 Real-World Data Experiments

We demonstrate the feasibility of tomographic reconstruction on BCC latticeg ti&nGPU by
reconstructing a volume from real-world projections. We use projectibasrmuse embryo, which
were acquired by the Max-Planck-Institut fir molekulare Genetik (Béditem, Germany) using
optical projection tomography (OPT). OPT is a method used to capture obfettts size of 1 to
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Figure 6.11: RMSE curves for iteration 10 to 30 for three different nla@gels (noiseless, PSNR
32.19, PSNR 22.19) for the BCC 100 and CC lattice. Nearest-neighbgpatetion was used in all
six cases. ¢ Eurographics Association 2009; Reproduced by kind permission of uhegEaphics

Association [26].

10 mm diameter [48] and is employed for three-dimensional imaging of small ldalogpecimen
with optical light. This has the advantage (compared to other techniqudésasudRI or CT) that
different wavelengths (i.e., color channels) can be captured. ApplsatibOPT are mainly in the
eld of molecular biology and include gene-expression analysis, sargesf abnormal anatomy
or histology, or pinpointing cells within a tissue. An excellent overview of @R be found in
Sharpe's paper [47].

We used 400 scalar OPT scans of a mouse embryo as projections wblkrecaa has a res-
olution of 471 696 pixels. Our GPU implementation is able to reconstruct two high-resolution
volumes (449 663 449 CC samples and 321474 642 BCC samples) each within less than
one hour (30 iterations). Our reference CPU implementation requires gdays for one volume.

The CPU implementation ran on a system with eight core33(&Hz each) with 64 GB RAM
and uses ray casting in the forward and back-projection. Besides distglthe computation to
several cores, no optimizations such as SIMD instructions or cache missticn strategies have
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Figure 6.12: RMSE curves for iteration 10 to 30 for three different nla@gels (noiseless, PSNR
32.19, PSNR 22.19) for the BCC 70 and CC lattice. Nearest-neighbor ateign was used in all
six cases.

been implemented. By using such optimizations, computation time could be redwceduple of
days or hours. However, the cost of several thousand dollarsifosystem is signi cantly higher
than the cost of a GPU setup which only requires a standard PC with modginics hardware.

There are two reasons for this performance difference. First, the IGRIgtimized for fast
texture memory access. Whereas the CPU accesses memory in a ray dgstitignain a rather
random pattern, the GPU rearranges texture memory for fast sequesteds. Second, while the
CPU is a general purpose processing unit, the GPU is a highly parallkinggsipeline processor
with a small set of xed instructions. Volume rendering (and therefore tdeakgorithm) can easily
be adapted to this pipeline resulting in an almost optimal deployment of the G&3dances.

Figure 6.16 shows one projection (OPT scan) and a volume rendering ahdlise embryo
acquired on a BCC lattice of size 321474 642.
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Lattice PSNR Variance
CC 32.19 0.000413
BCC 100 32.19 0.000277
BCC70 32.19 0.000323
CC 22.19 0.00290
BCC 100 22.19 0.00142
BCC70 22.19 0.00147

Table 6.5: Variance values for the dark grey homogeneous region irLttat&set for the two noise
levels (PSNR 32.19 and 22.19). Both BCC lattices (BCC 100 and BCC 70) klweer variance

and therefore better noise suppression. The variance of the BCCtfif8 ia approximately twice
as low as of the CC lattice.
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(a) CC (b) CC:32.19 (c) CC: 22.19 (d) CC: truth

(e) BCC () BCC:32.19  (g) BCC:22.19 (h) BCC 100: truth

() BCC100  (j) BCC 100: 32.19 (k) BCC 100: 22.19 (I) BCC 100: truth

(m) BCC70  (n) BCC70:32.19 (0) BCC 70: 22.19 (p) BCC 70: truth

(@) BCC70 () BCC70: 32.19 (s) BCC 70: 22.19 (t) BCC 70: truth

Figure 6.13: Slices of the reconstructed volumes after 30 iterations with folijpslice sizes: CC
lattice: 128 128, BCC 100 lattice: 100 100, BCC 70 lattice: 91 91. First row: CC lattice after
reconstruction from (a) noiseless, (b) PSNR 32.19-, and (c) PSNEZ#20jections. Second and
fourth row: Corresponding slices for the BCC 100 and BCC 70 lattice d¥amd fth row: Upscaled
images of rows two and four. Last column: ground truths. The red arel Iiias indicate the
intensity values discussed in Figures 6.14 and 6 dkurographics Association 2009; Reproduced
by kind permission of the Eurographics Association [26].
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(a) CC: noiseless (b) BCC 100: noiseless (c) BCC 70: noiseless

(d) CC: noiseless zoomed in

(g) CC: PSNR 32.19 (h) BCC 100: PSNR 32.19 (i) BCC 70: PSNR 32.19

() CC: PSNR 22.19 (k) BCC 100: PSNR 22.19 () BCC 70: PSNR 22.19

Figure 6.14: Intensity values of the red line indicated in Figure 6.13. Fitetram CC lattice for
(a) noiseless, (g) PSNR 32.19-, and (j) PSNR 22.19-projections.h@yssthe same curve as (a)
but zoomed in. Second and third column: Corresponding curves for @@ B)0 and BCC 70
lattice. The dashed black lines indicate the ground truth sampled on thepmmrdasg lattice. Thus,
the ground truths look different for the three different latticesEurographics Association 2009;
Reproduced by kind permission of the Eurographics Association [26].
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(b) BCC 100: noiseless (c) BCC 70: noiseless

(d) CC: noiseless zoomed in (e) BCC 100: noiseless zoomed in  (f) BCC 70: noiseless zoomed in
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(9) CC: PSNR 32.19 (h) BCC 100: PSNR 32.19
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Figure 6.15: Intensity values of the blue horizontal line indicated in Figure. 6ikst column: CC
lattice for (@) noiseless, (g) PSNR 32.19-, and (j) PSNR 22.19-project{dh shows the same curve
as (a) but zoomed in. Second and third column: Corresponding cwwésef BCC 100 and BCC
70 lattice. The dashed black lines indicate the ground truth sampled on tlesponding lattice.
Thus, the ground truths look different for the three different lattices.



CHAPTER 6. RESULTS 60

(@) (b)

Figure 6.16: (a): One projection (OPT scan) of the mouse embryo. @umé rendering of the
mouse embryo dataset that was acquired from 400 OPT scans on a BC&datize 321 474
642. Red areas indicate the densest tissuBurographics Association 2009; Reproduced by kind

permission of the Eurographics Association [26].
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Conclusions

In this thesis, we have elaborated on two major areas related to the eld @flizistion: We com-
pared the BCC lattice to the traditional CC lattice in the areas of volume renderinglbas com-
puted tomography.

To pave the way for a more wide-spread use of the BCC lattice for volunteriag, we have
demonstrated the feasibility of box splines on the BCC lattice for interactivensmhendering. Two
key ideas lead us to our results: a) converting the box spline from itsrBAfuo its pp-form and b)
reducing the required branching to a minimum. Using discrete pre Itering,mettic data stored
on BCC lattices can be rendered with box splines. Box splines show signiiogrovements in
terms of image quality compared to Csébfaval's method [16] and traditional B-spline Itering
for the CC lattice while maintaining competitive frame rates.

While our method of evaluating box splines on current graphics hardisamet the fastest
method, it is important for two reasons: a) the quintic box spline is the mostatecway of re-
constructing BCC data using a compact kernel; b) current graphidsvaes favors CC lattices, but
next generation graphics hardware may evolve in such a way that BC@$ati&n improve their
relative performance [46]. We did show that box splines are supehenwemoving the advantage
of special circuitry that favors CC lattices (i.e., when using NN lookups).

In the area of CT, we have established in a mathematical and empirical waprtheation
between the discrete EM algorithm and the continuous-domain volume regdeximework via
nearest-neighbor interpolation. This contradicts the intuition that higherdtdrs deliver higher
accuracy; i.e., for the EM algorithm to work best with volume rendering tiecias, one has to use
nearest-neighbor interpolation. Higher-order reconstruction lteesrazompatible.

Furthermore, we have demonstrated that volumetric reconstruction on @ddice is more
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accurate and better suited for noise suppression than traditional nemdizs on CC lattices. The
advantage of our method is that the acquired projections are still on 2Ds2artattices and there-
fore acquisition devices do not need to be changed.

In combination, these results open the possibility to a more wide-spread oggél sampling
lattices in the areas of computed tomography and volume rendering. Diteateg@nstruction on
BCC lattices makes resampling from CC lattices into BCC lattices unnecessatheuogptimal
sampling properties of the BCC lattice can be leveraged.



Chapter 8

Future Work

In the context of volume rendering, it is interesting to further investigate dssipilities of using
trilinear interpolation texture lookups for box splines to increase rendspagd. Other possibilities
are the design and simulation of a graphics processing unit supportingl&tses with special
purpose units for box splines or using new more exible rendering pipglgueh as the Larrabee
architecture [46].

Another issue is image quality when using discrete pre ltering; i.e., one cotddriate a regu-
larizer in the pre Itering step in order to introduce a controllable smoothing fatich we believe
will improve reconstruction quality in the presence of noise. Tomographansgruction could also
bene t from these ideas as noise reduction plays a crucial role.

In the context of CT, we employed the EM algorithm in its simplest form; i.e. wetcangd
ourselves to the effects of light emission and photon detection. Howeweogt@aphic reconstruc-
tion involves further physical processes such as scatter correctimator blur, or attenuation
correction. We assume that nearest-neighbor interpolation will also impesudts because of its
fundamental connection to the EM algorithm. The investigation of these effex®ibject to future
work.

Furthermore, an investigation of the possibilities of extending the EM algoridhimdher-order
reconstruction kernels by matching the forward projection and badkgiion step for arbitrary
reconstruction kernels has not been performed yet. This could allaivdarse of the advantages of
higher-order reconstruction kernels for CT.
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GLSL Shader Code

Variables needed
* [

| *
Let nx, ny, nz be the size of the BCC texture:

*/

uniform float nx, ny, nz;

vec3 size_volume vec3 (2 *Nx-1, 2 *ny-1, nz-1);
vec3 (1.0/(nx-1.0),
1.0/(ny-1.0),
1.0/(nz-1.0));
/I conversion between 3D coordinates and texture index

vec3 convert = vec3 (0.5, 0.5, 1.0);

vec3 oneOverVoxels

[ *
Nearest Neighbor Interpolation

Input: vec3 pos scaled to [0,1]"3 (texture coordinates)
*/
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float BCC_NN (vec3 pos)

{
vec3 half = pos * size_volume * 0.5;
vec3 NN1 = floor (half + vec3(0.5,0.5,0.5));
vec3 NN2 = floor (half) + vec3(0.5,0.5,0.5);

vec3 diff
float dist

NN1 - NN2Z;
dot (half - NN2, diff);

if (dist < 0.375)
NN1 = NN2;
NN1l.z *x= 2;
return texture3D (tex, (floor (NN1)) * oneOverVoxels);

| *

Linear Box Spline

Input: vec3 pos scaled to [0,1]"3 (texture coordinates)
*/

float BCC_Linear (vec3 pos)
{
vec3 P1, P2, P3, P4,
float D1, D2, D3, D4, mymin, mymid, mymax;

vec3 posOS = pos * size_volume;

vec3 abc = vec3 (posOS.x+posOS.y,
posOS.x+pos0OS.z,
posOS.y+pos0S.z) * .5

/I truncate this point which results
/I in the first of the four neighbors
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vec3 floors = floor (abc);

/I truncation: we shift p into the origin
/I of the BCC coordinate system
abc = abc - floors;

/I transform the first neighbor back to

/I the Cartesian coordinate system

P1 = vec3 (floors.x+floors.y-floors.z,
floors.x-floors.y+floors.z,
-floors.x+floors.y+floors.z);

/Il the second neighbor is found immediately

P2 = P1 + vec3(1.0, 1.0, 1.0);

/I assume case: mymax = alpha

P3 = P1 + vec3(1.0, 1.0, -1.0);

/l assume case: mymin = gamma

P4 = P1 + vec3(2.0, 0.0, 0.0);

/I sorting
vec4 sorting = vecd4 (1.0, 0.0, 0.0, 0.0);

sorting.y = max (abc.x, max (abc.y, abc.z));

sorting.z = min (abc.x, min (abc.y, abc.z));

sorting.w = (abc.x + abc.y + abc.z) - sorting.y - sorting.z;
/I get the missing two neighbors

P3 += ((sorting.y==abc.y) *vec3(0.0,-2.0,2.0)
+ (sorting.y==abc.z) *vec3(-2.0,0.0,2.0));
P4 += ((sorting.z==abc.x) *vec3(-2.0,0.0,2.0)

+ (sorting.z==abc.y) *vec3(-2.0,2.0,0.0));

/I four texture lookups
D1
D2

texture3D (tex, (floor (P1 * convert)) * oneOverVoxels);

texture3D (tex, (floor (P2 * convert)) * oneOverVoxels);
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D3
D4

texture3D (tex, (floor (P3 * convert))

texture3D (tex, (floor (P4 * convert))

/I interpolate using barycentric coordinates
vecd values = vecd (D1, D3-D1, D2-D4, D4-D3);
return dot (sorting, values);

#define one_over 6 0.16666666666666666
#define two_over_24 0.083333333333333329
#define six_over_120 0.05

#define BCC2CC(index3D,x0,y0,z0) \
index3D = floor(vec3(x0 *0.5, yO 0.5, z0));

#define FILL_PPIPED(pO,p1,p2,p3,p4,p5,p6,p7,Q) { \
BCC2CC(index3D,x0,y0,z0) \

* oneOverVoxels);
* oneOverVoxels);

p0 = texture3D (tex, (index3D) *oneOverVoxels); \

BCC2CC(index3D,(x0-(Q.x)),(y0+(Q.y)),(z0+(Q.2))) \

pl = texture3D (tex, (index3D) * oneOverVoxels); \

BCC2CC(index3D,(x0+(Q.x)),(y0-(Q.y)),(z0+(Q.2))) \

p2 = texture3D (tex, (index3D) *oneOverVoxels); \

BCC2CC(index3D,(x0+(Q.x)),(y0+(Q.y)),(z0-(Q.2))) \

p3 = texture3D (tex, (index3D) * oneOverVoxels); \

BCC2CC(index3D,(x0+2 *(Q.x)),y0,z0) \

p4 = texture3D (tex, (index3D) *oneOverVoxels); \

BCC2CC(index3D,x0,(y0+2  *(Q.y)),z0) \

p5 = texture3D (tex, (index3D) *oneOverVoxels); \

BCC2CC(index3D,x0,y0,(z0+2 *(Q.2)) \

p6 = texture3D (tex, (index3D) *oneOverVoxels); \

BCC2CC(index3D,(x0+(Q.x)),(y0+(Q.y)),(z0+(Q.2))) \

p7 = texture3D (tex, (index3D) +*oneOverVoxels); \
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#define RHO_FAST (alpha,beta,gamma) \
-alpha3 =*(gammaxbeta-0.5 =+alpha *(gamma+beta)+0.3  *alpha2);

#define RHO22(A, B, G) (-((A) *(A)) *(A) \
*(one_over_6 =*(G) *(B)-two_over 24  *(A) \
*((G)+(B))+six_over_120 *((A) =(A))

#define CONV_PPIPED(value,pa,pb,alpha,beta,gamma) { \
float p123 = pa[l] + pa[2] + pa[3]; \
float p0 = 4.0 * pa[0]; \
float alpha2 = alpha * alpha; \
float alpha3 = one_over 6 * alpha2 =+ alpha; \
float base rho = RHO_FAST(alpha,beta,gamma); \
float base rho2 = base_rho - 0.5 * alpha3 =* alpha; \
value += (-2.5 *p0+4.0 *(p123)-2.0 *(pb[0]+pb[1]+pb[2])+pb[3]) \
* base_rho; alpha2 = base_rho2 + alpha3 * beta; \
base _rho2 += alpha3 * gamma; \
value += (p0-2.0 *(pl23-pa[l])+pb[0]) * (alpha2) \
+ (p0-2.0 *(pl23-pa[2])+pb[1]) * (base_rho2) \
+ (.5 *pO+pa3]) \
* (base_rho2 + alpha2 - alpha3 - base_rho); \
alpha -= 1.0; alpha2 = beta * beta; \
alpha3 = one_over_6 * alpha2 =* beta; \
base rho = RHO_FAST(beta, gamma, alpha); \
value += (p0-2.0 *(pl23-pa[3])+pb[2]) \
* (base_rho); p0 = -5 * po; \
value += (pO+pal2]) * (base_rho + alpha3 * (alpha - .5 * beta)) \
+ (pO+pall]) * RHO22(gamma, alpha, beta-1.0) + (-.5 * p0) \
* RHO22(alpha, beta-1.0, gamma-1.0); \
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[ *

Quintic Box Spline

Input: vec3 pos scaled to [0,1]"3 (texture coordinates)
*/

float BCC_Quintic (vec3 pos)
{
/I convert point into tetrahedron of focus
vec3 posOS = pos * size_volume;
vec3 bcc_coords = vec3 ((posOS.x+posOS.y),
(posOS.x+p0s0S.z),
(p0sOS.y+p0s0S.z)) *

float alpha = bcc_coords.x;
float beta = bcc_coords.y;
float gamma = bcc_coords.z;

vec3 floors = floor (bcc_coords);

alpha = alpha - floors.x;
beta = beta - floors.y;
gamma = gamma - floors.z;

float x1, y1, z1;
/I P1 = (x0, y0, z0)
float X0 = x1 = floors.x+floors.y-floors.z;

float yO = yl1 = floors.x-floors.y+floors.z;

float z0O = z1 = floors.y+floors.z-floors.x;

vec3 index3D;

vecd pla, plb, p2a, p2b, p3a, p3b, pda, pab;



APPENDIX A. GLSL SHADER CODE

vec3 Q1, Q2, Q3, Q4;
vec3 P2, P3, P4;

/I variables needed for the sorting

float alpha_GE_beta = alpha >= beta;

float beta_ GE_gamma = beta >= gamma;
float alpha GE_gamma = alpha >= gamma;

float mymax, mymid, mymin;
Il sorting

mymax = max (alpha, max (beta, gamma));
mymin = min (alpha, min (beta, gamma));

mymid = (alpha + beta + gamma) - mymax - mymin;

float i = (alpha_GE_beta *4.0
+ beta_GE_gammax 2.0
+ alpha_GE_gamma);

vec3 11 equal (vec3(i,i,i), vec3(7,5,4));

equal (vec3(i,i,i), vec3(3,2,0));

vec3 12

/I determine neighbors and offsets
P2 = vec3 (1.0, 1.0, 1.0);
Q1 = vec3(-1.0, -1.0, -1.0);

P3 = vec3(1,1,-1);
P3 += (11.z+12.2) *vec3(-2,0,2) + (12.x+I2.y)
P4 = vec3(2,0,0);

P4 += (I1.y+11.2) *vec3(-2,2,0) + (12.y+12.2)

*vec3(0,-2,2);

*vec3(-2,0,2);
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Q2 = vec3(-1,1,1);

Q2 += (I1.y+l1.z2)  =vec3(2,-2,0) + (I12.y+l2.2)

Q4 = vec3(1,-1,1);
Q4 += (I1.y+l2.y) xvec3(-2,2,0) + (I1.z+I2.x)
Q3 = P3;

/I 32 texture lookups
FILL_PPIPED(p1a[0], pla[l], plal2], plal3],
p1b[0], plb[1], plb[2], p1b[3], Q1);
X0 = x1+P2.x; yO = yl+P2.y; z0 = z1+P2.z;
FILL_PPIPED(p2a[0], p2a[l], p2a[2], p2a]3],
p2b[0], p2b[1], p2b[2], p2b[3], Q2);
X0 = x1+P3.x; yO = yl1+P3.y; z0 = z1+P3.z;
FILL_PPIPED(p3a[0], p3a[l], p3a[2], p3al3],
p3b[0], p3b[1], p3b[2], p3b[3], Q3);
X0 = x1+P4.x; yO = yl+P4.y; z0 = z1+P4.z;
FILL_PPIPED(p4a[0], p4a[l], p4al2], p4a[3],
p4b[0], p4b[l], p4b[2], p4b[3], Q4);

/I according to the 6 possible cases
/I we have to permute the data points

vecd pla_r = I11.x =xpla + 11y =*pla.xzyw
+ 12.x *plaxywz + 12y =*pla.xwyz
vecd plb r = I1.x =*plb + 11y *plb.yxzw
+ 12.x *plb.xzyw + 12,y  *plb.zxyw
vecd p2a r = I1.x *p2axwzy + Ily *p2a.xwyz
+ 12X *p2a.xzwy + 2.y *p2a.xzyw
vecd p2b r = 11.x  *p2b.zyxw + I1y *p2b.zxyw
+ 12.x *p2b.yzxw + 12y  *p2b.yxzw
vecd p3a_r = 11.x *p3axwzy + Ily *p3a.xwyz
+ 12.x *p3axzwy + 12,y *p3a.xzyw

+ + + + + + + + + +

*vec3(2,0,-2);

*vec3(0,2,-2);

11.z
12.z
11.z
12.z
11.z
12.z
11.z
12.z
11.z
12.z

* pla.xzwy

* pla.xwzy;

* plb.yzxw

* plb.zyxw;

* p2a.Xywz
* p2a,;
* p2b.xzyw
* p2b;
* p3a.xXywz
*p3a;
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vecd p3b_r = I11.x *p3b.zyxw + 11y *p3b.zxyw + I1.z
+ 12.x *p3b.yzxw + 12y *p3b.yxzw + 2.z
vecd pdar = 11.x =xpda + 11y =xpdaxzyw + 11.z
+ 12x xpdaxywz + 12y *pdaxwyz + 12.z
vecd pdb r = I1.x =pdb + 11y =*pdb.yxzw + 1.z
+ 12.x *pdb.xzyw + 12,y *pdb.zxyw + 12.z

/I do the convolution. Before each CONV_PPIPED call

/I mymin, mymid and mymax are used to transform

/I each parallelepiped and tetrahedron of focus.

float result = 0.0;

alpha=mymax-1.0; beta=mymid-1.0; gamma=mymin-1.0;
CONV_PPIPED(result, pla_r, plb_r, alpha, beta, gamma);
alpha=-mymin; beta=mymax-mymin-1.0; gamma=mymid-mymin
CONV_PPIPED(result, p2a_r, p2b_r, alpha, beta, gamma);
alpha=(-mymax+mymid); beta=(-mymax+mymin); gamma=(-my
CONV_PPIPED(result, p3a_r, p3b_r, alpha, beta, gamma);
alpha=(-mymid+mymin); beta=(-mymid); gamma=(mymax-mym
CONV_PPIPED(result, pd4a_r, p4b_r, alpha, beta, gamma);

return result;

*p3b.xzyw
* p3b;

* pda.xzwy
* p4a.xwzy,
* p4b.yzxw
* pdb.zyxw;

-1.0;

max);

id-1.0);
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